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Abstract. Recent works have shown the vulnerability of deep neural
networks to adversarial or out-of-distribution examples. This weakness
may come from the fact that training deep models often leads to
extracting spurious correlations between image classes and some
characteristics of images used for training. As demonstrated, popular,
ready-to-use models like the ResNet or the EfficientNet may rely on the
non-obvious and counterintuitive features. Detection of these
weaknesses is often difficult as classification accuracy is excellent and
does not indicate that the model is non-robust. To address this
problem, we propose a new method and a measure called robustness
score. The method allows indicating which classes are recognized by the
deep model using non-robust representations, ie. representations based
on spurious correlations. Since the root of this problem lies in the
quality of the training data, our method allows us to analyze the
training dataset in terms of the existence of these non-obvious spurious
correlations. This knowledge can be used to attack the model by
finding adversarial images. Consequently, our method can expose
threats to the model’s reliability, which should be addressed to increase
the certainty of classification decisions. The method was verified using
the ImageNet and Pascal VOC datasets, revealing many flaws that
affect the final quality of deep models trained on these datasets.

Keywords: deep neural networks · robust representations · spurious
correlations · explainable AI.

1 Introduction

Recent developments in image classification using deep neural networks have
led to remarkable improvement in classification accuracy. For instance, the
top-1 results on the ImageNet benchmark are: 63.3% for AlexNet [16], 78.6%
for ResNet-152 [12], 84.4% for EfficientNet-B7 [24], and 90.2% for one of the
best currently models [21]. Some authors argue that deep models now surpass
human-level performance [11]. However, recent works have shown that these
optimistic figures do not fairly reflect performance of deep networks for real life
recognition tasks, but are rather specific to the ImageNet benchmark. Deep
networks are vulnerable to adversarial or out-of-distribution examples that
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Fig. 1: An image of one of the lowest robustness scores for n04118538 (rugby ball)
class using the ResNet-152 as the CNN model and GradCam++ as the saliency map
generation. There is spurious correlation of a ball with a player outfit. (b) shows
saliency maps for this image, where the warm colors mark pixels with a more significant
impact on the final prediction for this class, and cold colors indicate lower impact. (c)
shows saliency map withing the bounding box (ROI). Robustness score is the ratio of
saliency map summed within the bounding box (c) and saliency map summed over the
entire image (b). (d) shows the ROI (ball area) covered with white noise; the network
response does not change - for both images (a) and (d), the winning class’s softmax
output is above 0.99.

humans easily decipher [32], [7], [19], [13]. This is a big concern in
safety-critical applications of AI [1].

These weaknesses are primarily due to the way how deep networks learn
representations of image classes: deep neural networks are excellent extractors
of correlations between image categories and some characteristics of training
data. Hence recognition of some image categories may rely on irrelevant
correlations not perceived by human perception but strongly embedded in the
training dataset. On the other hand, deep networks may also learn to overuse
some relevant correlations (e.g., texture or color), which again leads to
counter-intuitive behavior of deep models [29].

The problem of learning spurious correlations has been recently
investigated by many authors, not only in the context of the ImageNet. [31]
and [14] showed that deep models trained in the context of medical diagnostic
tasks involving chest X-rays usually generalize poorly to new data or data from
other sources (e.g., hospitals). This often results from the fact that models
learn some undesirable features rather than clinically relevant features. [2]
showed similar behavior in the context of recognition of animals in a new
environment - a generalization of deep models to new locations was generally
poor. [26] analyzed this in the context of the ImageNet. They showed that the
unexpected behavior of deep models trained on the ImageNet might come from
incorrect or ambiguous labels, which occur for some classes in this popular
dataset. [3] analyzed the sources of label noise in ImageNet and proposed a
new human annotation procedure that yields improved performance of models.
The bias of image background was analyzed by [29]. The study proves that
state-of-the-art models trained on the ImageNet are very sensitive to the
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change of background - adversarial background ’fools’ recognition of up to
87.5% of images. [13] demonstrate a large collection of natural adversarial
images, comprised of known as well as out-of-distribution examples, that lead
to surprising yet high-confidence decisions of current models. Changes in
network architectures do not improve recognition performance, as the root of
the problem again lies in spurious, non-robust representations learned by the
deep model.

In this work, we want to deal with this problem. We propose a method that
allows us to quantify to what extend recognition of individual classes may rely
on spurious, counter-intuitive correlations found in the training and validation
data. The idea is to use saliency maps ([8], [20], [27]) to identify image areas /
patterns with high impact on the classifier decision and to measure by how
much these areas overlap with the bounding boxes surrounding the object
(region-of-interest, ROI) corresponding to the image category. The rationale of
the method is illustrated in Fig. 1 which shows a sample image for class ’rugby
ball’. The saliency maps reveal that majority of the model’s attention is
focused outside the ROI (the rugby ball), and hence the recognition of this
image relies primarily (solely?) on the background or surroundings of the
object. We argue that recognition of image categories in which most of the
model’s attention lies outside the ROI should be considered non-robust, as the
model either learns irrelevant spurious correlations present in the training data
or learns to overuse relevant context (ie. background or surroundings) in place
of actual characteristics of the object of interest.

Our main contributions are the following. We propose a measure called
robustness score which quantifies, broadly, the proportion of the attention (as
expressed by saliency maps) a deep model tends to focus within the ROI while
recognizing images of a particular class. Small values of the measure indicate
classes with most likely non-robust representations. These image classes can be
further analyzed by visualizing the training / validation images for the class of
interest, as illustrated in Fig. 1. This allows us to explain the nature of these
counter-intuitive, non-robust representations. In this way, we pinpoint image
classes for which the training images should be improved by either providing
more relevant labels, as postulated in [3], or by extending the collection of
training examples with some form of ’background augmentation’ in order to
reduce the risk of learning spurious correlations by the training algorithm. We
performed a series of computational experiments to demonstrate that the
proposed method is effective for different deep neural network models (we
tested ResNet-152, AlexNet, and some versions of the EfficientNet), different
algorithms for saliency map generation (we tested the Grad-CAM++ [8] and
Smooth Grad-Cam++ [20]), and for different image recognition datasets (we
tested ImageNet and Pascal VOC).

In the feasibility studies of our method, we identified many categories
recognized (by the ResNet and other models) with high accuracy which realize
the robustness score below 0.3. We found that recognition of these categories
relies on spurious correlations, and thus we showed that the train/validation
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data for these categories is biased by the existence of such counter-intuitive,
not perceived correlations. Because these occur in both train and validation
subsets, standard measures like accuracy cannot detect this problem. We used
this knowledge to find some natural adversarial examples, which illustrates the
low reliability of the models for these categories.

Illustrations of some of the findings are shown in Fig. 1 and 2. Continuing
our example in Fig. 1, class ”rugby ball” strongly correlates with player’s suits,
or the class pickelhaube (Fig. 2) correlates with a uniform in old-looking,
monochromatic photograph. Fig. 6 shows some natural adversarial images that
are easy to find once we know the spurious correlations exist. It can be shown
that for instance, the class ”diaper” strongly correlates with babies, or class
”miniskirt” strongly correlates with naked female legs. We can also use this
method to identify classes for which the unreliability of models may result from
ambiguous class labels, as illustrated in Fig. 5. As presented the classes like
volleyball or basketball can mean both the game or the ball - however, models
are unreliable if the latter meaning is assumed.

The proposed method allows us to pinpoint image categories recognized by
state-of-the-art models using non-robust representations, and consequently to
improve the trustworthiness of deep classifiers. Hence we believe that the method
contributes towards trustworthy / explainable AI, which has recently become the
filed of active research, see e.g. [22], [18], [23], [9] for some prominent directions.

All results are fully reproducible, and the code is available on the GitHub1.

Finally, we want to refer the reader to other approaches to estimate neural
model robustness. A commonly used way to evaluate model robustness is to
measure the testing accuracy under some classes of powerful adversarial
attacks, such as the PGD (projected gradient descent) [17], C&W [6], or
recently proposed new class of gradient-based attacks [5]. The drawback of this
approach is that it is not invariant from the adversarial attack type or defense
method. Alternative methods propose attack-agnostic robustness metrics, e.g.,
[30] define model robustness as a measure of the stability of network prediction
under input perturbations. For instance, [28] define robustness in terms of the
minimum distortion from a given input example required to craft an
adversarial example out of this input, or the method proposed in [10] allows for
identifying safe regions in the input space where the network prediction is
robust against adversarial input perturbations.

2 Method

We propose a simple and effective measure, we call robustness score, that allows
us to detect which classes of images are recognized by a deep neural network
using non-robust representations. Low values of the measure indicate a mismatch
between the object of interest and areas in the image with a strong impact on
classification.

1 https://github.com/hmaciej/robustness score.git

https://github.com/hmaciej/robustness_score.git
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Fig. 2: Chosen examples from the ImageNet with low class robustness score. For such
classes the probabilities that the CNN model learned spurious correlations are higher.
For the tested class images the (crs) refers to the mean(class) robustness score and
the (acc) refers to the mean accuracy. There are strong spurious correlations for
each example - e.g., the class n04264628 (space bar) correlates with keyboards and
typewriter, the objects for class n03929855 (pickelhaube) are usually presented as old,
monochromatic photographs with correlation with a military uniform, and for class
n04228054 (ski) exist strong correlations with snow and winter suit.

Technically, to calculate the robustness score, we require that, in the
validation data, bounding boxes are available that provide the location (ROI)
of the object related to the image class, denoted `(I). Here we assume that the
bounding box is a binary indicator function bbox(I, x, y) equal 1 if the pixel x,y
of an image I is inside the box, and 0 otherwise.

Moreover, our method requires a saliency map generation which is applied
to indicate the image areas with a big impact on final classification. Several
methods have been proposed in literature, e.g. [8], [20], [27]. Originally these
methods were based on occluding parts of the image. The current approaches
rely on gradient backpropagation which is faster and more accurate. Here we
assume that the saliency map, denoted as φ(I, x, y), returns values between 0
and 1, with larger values indicating pixels with higher impact.

Given the trained deep neural network, we propose the method that allows
us to systematically verify the reliability of learned representations. The idea is
to rank the learned image classes by the per-class robustness score and inspect
the training / validation examples for classes with the smallest values of the
score.

Technically, the proposed method is realized as follows.
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1. For each image I we define the robustness score (rs(I)) as:

rs(I) =

∑
(x,y)∈I bbox(I, x, y) · φ(I, x, y)∑

(x,y)∈I φ(I, x, y)
(1)

2. For each class c learned by the model calculate the class robustness score
(crs(c)) as the average robustness scores over all validation set images for
this class:

crs(c) =

∑
I:`(I)=c rs(I)

|I : `(I) = c|
(2)

3. Rank the classes by increasing the value of the crs score.

Given the ranking of image categories, we can pinpoint categories that most
likely rely on spurious correlations, providing their class robustness score is
low. It does not seem feasible to provide a threshold here. However, it can be
noticed that the robustness score has clear interpretation as the percentage of
the total ’attention’ (as expressed by the saliency map) of the model which is
focused on the object recognized (or, in other words, the portion of saliency
map activation included within the ROI). For illustration: when analyzing the
ResNet-152, we discovered 10 categories with the class robustness score
crs < 0.2, 31 categories with crs < 0.3, and 59 categories with crs < 0.4.
Interestingly, the ResNet consistently realizes high accuracy of recognition for
these categories (over 0.9 in most cases), which makes identification of these
suspicious classes with spurious correlations difficult, unless a robustness score
is used. Some of the suspicious classes with high accuracy and small csr as
shown in Fig. 2. The manual investigation of images from suspicious classes
should start with these images with the smallest image robustness score, hence
it is not required to inspect all images in the dataset to detect suspicious
correlations or inconsistency in annotations.

An open question remains how much of the model’s attention should be
placed on the object (ROI), and how much on the surroundings (context).
Clearly, models tend to learn some patterns in areas outside bounding boxes
(commonly some saliency map activation is observed outside the ROI). Human
recognition is similar: we focus not only on the analyzed object (marked by the
bounding box, for example basket ball), but also on the surrounding areas (for
example, playground floor). Surrounding areas provide humans with the
context of images that clearly helps us to classify the image. The problem with
model reliability starts when most of the attention is placed on the context
rather than the object itself. Such models are prone to (natural) adversarial
images, as shown in section 3.5, as illustrated by the well-known ’Husky vs
Wolf’ recognition task, as reported in [22].

The application of the proposed method for a given dataset requires a saliency
map generator and bounding boxes. The last one could be a crucial problem when
lacking. However, we think that an object detection method like EfficientDet
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[25] or YOLO [4] could be useful to generate such boxes automatically. A more
flexible procedure for the automatic generation of bounding boxes for unknown
objects is proposed in [15].

3 Computational Experiments

In this section, we show the feasibility of the proposed method using different
deep network models, different algorithms of saliency map generation, and
different image recognition datasets.

Firstly, we analyze ImageNet and one of the available deep network models
(ResNet-152 [12]). The ImageNet dataset includes bounding boxes labeled by
hand that is required by our method to work. Next in section 3.2, we analyze
the performance of the method using different deep network models trained on
ImageNet, and different saliency map generation techniques. We compare these
settings in terms of the spurious correlations detected. Then in section 3.3, we
illustrate the method using another image recognition dataset i.e. Pascal VOC.
Finally, we show some practical applications of our method: in section 3.3, we
analyze the detected inconsistencies in the ImageNet annotations, and in section
3.5, we show the vulnerability of the networks to adversarial attacks, where the
(natural) adversarial images are suggested by detected spurious correlations.

3.1 ImageNet Feasibility Study

In the first experiment, we analyzed the robustness of representations of ResNet-
152 [12] classification model trained on the ImageNet, using the Grad-CAM++
[8] for generating saliency maps. In Figs. 1 and 2 we show the classes with
the smallest value of robustness score. Continuing our rugby ball example (Fig.
1), the network classifies these images with high accuracy as n04118538 (rugby
ball) - correct classification, even though the model’s attention is focused on
the players rather than the ball, as the saliency maps reveal. If we cover the
ball with RGB noise (image (d) in Fig. 1), we observe the same, high level of
confidence, although the ball is missing. This type of spurious correlations could
be expected, and the problem can be at least partly explained by the ambiguous
labeling of training images in this class (this is further discussed in section 3.4).

In Fig. 2 we show selected examples of classes with a small class robustness
score. Notice that the accuracy of recognition of these classes is generally high,
although the robustness score signals that this recognition is not reliable. For
instance, the class n04264628 (space bar) tends to be in strong association with
the keyboard or the typewriter (another ambiguous labeling-related issue).
Many classes with the small class robustness score refer to a sport where
specific objects, suits, or venues are required. When preparing the training
data for such classes, spurious correlations will likely occur. Examples of this
are the classes n04019541 (puck, hockey puck) or n03942813 (ping-pong ball).
They refer to specific objects while the network primarily learns elements
specific to the game rather than the object itself. Other interesting examples
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are n03929855 (pickelhaube) and n03770439 (miniskirt, mini). The
pickelhaubes are usually presented in old-looking, monochromatic photographs.
CNN learns these features, mainly because this style of photos is almost unique
to this class. The miniskirts are strongly correlated with women and women’s
legs, which lead to wrong classification (legs as miniskirt). The database lacks
the miniskirt images with a different background/context - hence the learned
bias. There are 1300 miniskirt images in the training set - only 55 are without
woman context (miniskirt on a hanger or a dummy, or white background), and
almost all of the rest are with clear women context (mostly with naked legs).
Therefore it is not surprising that the network strongly correlates mini skirts
with a female body.

Since small values of the robustness score often involve classes with very
good accuracy of recognition, we conclude that the ImageNet dataset is poorly
prepared for these classes and, as both training and validation partitions include
the same spurious correlation, which leads to poor generalization to images that
do not include this context.

Fig. 3: Comparison of different CNN models and techniques to generate saliency maps.
Saliency maps generated for the newer models tend to be more detailed and match
the object more closely. Despite this, the proposed method gives similar results for all
tested variants.
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3.2 Sensitivity Study for Different Deep Models and Saliency Map
Generators

In the previous section, we showed that the proposed methods works for the
ResNet-152 and Grad-CAM++ on ImageNet and detects non-robust classes.
Here, we investigate how the change of the model architecture and saliency map
generation method affect the operation.

Therefore, in the next experiments we used the AlexNet [16] and different
versions of the EfficientNet (B0, B3, and B7) [24]. The idea was to choose an
old model, and one of new, well-known CNN architectures; we wanted to
analyze models with different top-1/top-5 accuracy. The ResNet-152 (baseline)
achieves 78.6% / 94.3%, AlexNet 63.3% / 84.6%, EfficientNet-B0 76.3% /
93.2%, EfficientNet-B3 81.1% / 95.5%, and EfficientNet-B7 84.4% / 97.1% on
the ImageNet.

For generating saliency maps, we tested another recent algorithms: the
Smooth Grad-Cam++ [20].

In Fig. 3 we demonstrate the difference in saliency maps generated by
different techniques using different networks. We can notice that in newer
models the areas highlighted by saliency maps tend to be more detailed and
match the class objects more closely. However, this does not significantly
change the ranking of classes by the robustness scores that we do in step 3 of
the method. The main idea of the proposed method is to verify if a spurious
correlation exists and to analyze the correlations in detail. Too accurate or
sensitive techniques (see the example of EfficentNet-B7 in Fig. 3) may seem
less comfortable for the user who wants to investigate the nature of the
problem signaled by the robustness score in a particular class. Therefore bigger
and more readable saliency maps seem more comfortable for human analysis.

To verify how changes in the used methods affect the detection of spurious
correlations, in Table 1 we list the top-20 classes with the smallest robustness
score selected by the ‘baseline‘ method (ie. ResNet-152, GradCam++). In the
following columns of the table, we show the ranking positions of these classes
returned by the analyzed methods (different model and/or saliency map
generator).

It could be noticed that the methods identify mostly the same classes in top-
20 lists. A few exceptions, e.g., n03379051 (football helmet), may indicate that
each technique handles correlations for these classes differently. We also notice
that bigger differences in rankings occur for less accurate models, like AlexNet
and EfficientNet-B0.

Finally, we used Fisher’s exact test to compare the sets of top-20 classes
returned by different methods shown in Table 1. Technically, we verified the null
hypothesis that the indicator variables ’in-top-20 list’ returned by each of the
methods and the baseline method are not related. All the tests returned the p-
value very close to 0, hence the lists of classes with the lowest robustness scores
returned by different methods are strongly related. It confirms that the model
architecture and saliency map detection algorithm do not significantly influence
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Name Bs Sm Al Ef0 Ef3 Ef7 Name Bs Sm Al Ef0 Ef3 Ef7

basketball 1 1 1 1 1 2 sunglasses 11 9 22 18 9 11
ping-pong ball 2 2 2 2 2 1 rugby ball 12 13 11 16 15 13
volleyball 3 3 3 3 3 3 croquet ball 13 12 18 14 17 12
pickelhaube 4 4 6 4 4 4 horizon..bar 14 14 26 26 13 10
swim..trunks 5 6 4 5 5 6 switch 15 17 12 11 20 21
bathing cap 6 8 5 6 7 9 snorkel 16 15 20 17 16 16
space bar 7 5 8 13 6 5 racket 17 19 15 10 11 14
bearskin 8 7 10 8 8 7 diaper 18 18 17 23 23 27
miniskirt 9 11 7 7 12 17 nail 19 20 14 12 19 26
balance beam 10 10 9 9 10 15 flagpole 20 16 25 25 21 19

Table 1: Comparison of the class rankings with 20 smallest robustness score, returned by
our method (step 3) using different models and saliency map generators. Bs denotes
the ’baseline’ method, ie. ResNet-152 + GradCam++, other settings are: ResNet-
152 + SmoothGradCAM++ (Sm), AlexNet + GradCam++ (Al), and EfficientNet +
GradCam++ in different versions B0 (Ef0), B3 (Ef3) and B7 (Ef7). The table shows
the ranking position based on the class robustness scores determined by each of the
analyzed techniques. Results for all techniques are very similar, with the number of
classes co-occuring in two different ranking equal to: |Bs ∩ Sm| = 20, |Bs ∩ Al| = 17,
|Bs ∩ Ef0| = 17, |Bs ∩ Ef3| = 18, |Bs ∩ Ef7| = 17. Fisher’s exact tests prove that
there is no chance that this is the random co-occurrence. This shows that the proposed
method effectively detects spurious correlations and non-robuts representations using
different model architectures and saliency map algorithms.

the final results. Similar results come from the top-100 lowest robustness score
ranking lists: the number of co-ocurrences of the same class in different top-100
ranking lists is (notation as in Table 1 caption): |Bs∩Sm| = 93, |Bs∩Al| = 91,
|Bs∩Ef0| = 83, |Bs∩Ef3| = 87, |Bs∩Ef7| = 84, which yield p-values of the
Fisher’s exact tests equal 0.

These analyses confirm that the root of spurious correlations lies in the
training data, and not in the models themselves. We identify the most
problematic classes of images in the ImageNet, which require improvements in
training data to obtain more trustworthy models.

3.3 Pascal VOC Feasibility Study

To show the feasibility of the method we apply it to the Pascal VOC 2007
dataset. This dataset contains 20 classes where each image has assigned both
labels for a classification problem and bounding boxes for the object detection
problem. We trained the ResNet-101 model using the transfer-learning
technique and we achieved 81.14% accuracy for the classification task.
Applying our method allows us to detect classes where the model learns some
spurious correlations. As shown in Table 2 the classes with the lowest
robustness score are ’bottle’, ’chair’, and ’boat’. We analyzed these classes and
found that the bottle is strongly correlated with humans and tables; similar
correlations occur for the class ’chairs’; and the boats are strongly correlated
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with water background (sea or lake), as demonstrated in Fig. 4. As shown the
accuracy for the ”dining table” class is very low, we looked closer at it, and the
most examples from this class were assigned by the network to the
”bottle”(36%) or the ”chair”(33%) classes. That shows how significant impact
the spurious correlations have on the final classification.

Fig. 4: Images from the Pascal VOC where the trained CNN network could not focus on
target objects. Our method identifies some classes (i.a. ’bottle’, ’chair’, ’boat’) where
the model learned spurious correlations. Closer analysis shows that in this dataset,
images in category ’bottle’ also present people and/or tables.

Class Acc Crs Class Acc Crs

aeroplane 0.92 0.59 dining table 0.17 0.64
bicycle 0.81 0.49 dog 0.93 0.64
bird 0.90 0.49 horse 0.92 0.60
boat 0.84 0.40 motorbike 0.90 0.71
bottle 0.59 0.18 person 0.73 0.64
bus 0.72 0.51 potted plant 0.58 0.44
car 0.89 0.55 sheep 0.76 0.54
cat 0.94 0.68 sofa 0.44 0.70
chair 0.71 0.34 train 0.92 0.62
cow 0.87 0.59 tv monitor 0.68 0.47

Table 2: Accuracy (Acc) and Class robustness score (Crs) for all Pascal VOC classes.
Our method shows some problems especially with the “bottle” class (lowest robustness
score). Closer analysis reveals that this class is strongly correlated with the class tables.
This also accounts for low accuracy of recognition of the class “dining table”.

3.4 Inconsistency in the ImageNet Annotations

Our experiments with ImageNet-based models show that recognition of classes
with the smallest scores most likely relies on spurious correlations. Training
images from these classes are worth investigating to analyze the nature of these
correlations.
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Fig. 5: The classes with ambiguous meaning like n02802426 (basketball), n04540053
(volleyball) or n02777292 (balance beam, beam) can achieve a small class robustness
score. It happens because the training images relate to the general meaning of the
word - e.g., to a whole sport or event while bounding boxes have been marked for
the specific meaning, e.g., for a ball or a beam. The proposed method detects such
situations, which should help the database author decide which meaning is correct and
consequently modify labels or training images.

The ImageNet’s authors delivered bounding boxes. However, there are some
lapses in annotated boxes, which negatively influence the performance of the
proposed method. There are images where not all objects are marked. It often
happens in classes where presented objects are small as n01440764 (bee),
n01443537 (golf ball), or n01484850 (nail). In these cases, the robustness score
is smaller than it should be, which should not happen when bounding boxes
are correctly marked.

The other important issue is the ambiguous meaning of some classes. For
example, in the case of n04540053 (volleyball) or n02802426 (basketball), the
class name (due to the polysemy) can refer to a sport discipline or only to a
ball. The network tends to treat these classes as sports disciplines (see saliency
maps on Fig. 5). However, the bonding boxes cover only balls. Looking at the
ImageNet tree hierarchy for the n04540053 (volleyball) class, i.e.: ImageNet →
Instrumentality, instrumentation→ Equipment Game→ Equipment→ Ball, we
can state that bounding boxes are correct. That the volleyball class is defined
as a ball, not as a sport discipline. However, looking at the ImageNet training
set, there is a lack of images focusing directly on the ball. And even worse there
are images without balls.

The above remarks show that the proposed method allows detecting
inconsistencies between images and annotations (class assignments or bounding
boxes). It allows the database authors to fix them, by modifying database
content or by changing bounding boxes and therefore the semantic meaning of
the class. Such cleaning of the database will result in an improvement of the
deep models’ reliability.

3.5 Adversarial Attacks

It is possible to perform an attack on the network using existing spurious
correlations in the image set. An example of attacks on ResNet-152 model is
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Fig. 6: Example attacks of the specific classes from ImageNet. New images - outside
the ImageNet set - are wrongly classified because of existing spurious correlations.
There are captions below each image containing information with the top-5 response
from the baseline model (ResNet-152). The first two examples are wrongly classified
because of a lack of usually existing correlations. The rest examples make CNN choose
attacked classes based only on spurious correlations, even when there is no class object
in images.

shown in Fig. 6. As discussed in section 3.1, the n03770439 (miniskirt, mini)
class strongly correlates with women context. Hence it is enough to show only
female legs, and the CNN will indicate miniskirt as the first answer (Fig. 6,
image 5).

We can distinguish two types of attacks. The first one relies on forcing the
network to misclassify an image by showing the object without typical spurious
correlations - as shown in the first two examples in Fig. 6. For instance, to attack
the class n04019541 (puck, hockey puck), it is enough to show an image with a
puck on grass or placed side by side. To attack the class n04264628 (space bar)
we can show an image where a space key was pulled out from a keyboard. In
these cases, a valid label is unseen in the top-5 network answers.

The second type of attack forces the network to point out a specific class
by showing only spurious correlations without a real object - see the last five
examples in Fig. 6. For example, to attack the class n03188531 (diaper, nappy,
napkin) it is enough to show an image with a baby but without a diaper, and the
network responds ”diaper” as the first answer. To attack the class n03134739
(croquet ball), we can show an image containing other pieces of the croquet
equipment, even if the ball is missing. Interestingly, the confidence of recognition
(the network’s output after at the softmax layer) of these adversarial images was
usually excellent.

4 Conclusion

In this paper, we proposed a simple method that is useful in identifying, which of
the image categories learned by a deep neural network are likely to be recognized
by the network using spurious, counter-intuitive representations. The method
relies on a measure we call robustness score. The score signals discrepancies
between objects specific to the category and image areas with a high impact on
the classifier, as marked by saliency maps.
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We applied the method using the ResNet and some other models trained on
the ImageNet and discovered several classes recognized by these models by
spurious correlations. This leads to low reliability of prediction for these
classes, as the models generalize poorly to images other than ImageNet
examples. Additionally, the models are vulnerable to natural adversarial
images that are easy to find once these spurious representations are analyzed.

Many state-of-the-art deep models trained on the ImageNet published
today are affected by this problem. Low reliability of models for these classes is
generally not signaled by high accuracy of prediction, calculated on the
ImageNet test benchmark. This comes from the observation that the spurious
correlations tend to occur both in ImageNet training and validation examples.

Our method relies on the availability of bounding boxes that identify
objects of interest in training images. If the binding boxes are not available in
training data, we believe that object detectors like EfficientDet, YOLO, or
recently proposed method [15] could be used. We showed that the proposed
method is a useful tool for the analysis of different deep neural networks,
trained on different image recognition datasets (ImageNet and Pascal VOC),
and with different saliency map generators. In our analyses, we discovered
similar spurious correlations in different CNN models, as clearly the root of the
problem lies in the quality of the train and validation subsets.

The method has some limitations. Since we analyze discrepancies between the
region of interest (ROI) and the saliency maps, the method is blind to spurious
correlations related to overusing some relevant correlations, such as texture or
color, that occur within the ROI. Further research is required to mitigate this
limitation.
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