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Abstract. Automatic Essay Scoring (AES) Engines have gained popularity amo-
ngst a multitude of institutions for scoring test-taker’s responses and therefore
witnessed rising demand in recent times. However, several studies have demon-
strated that the adversarial attacks severely hamper existing state-of-the-art AES
Engines’ performance. As a result, we propose a robust architecture for AES sys-
tems that leverages Capsule Neural Networks, contextual BERT-based text rep-
resentation, and key textually extracted features. This end-to-end pipeline cap-
tures semantics, coherence, and organizational structure along with fundamen-
tal rule-based features such as grammatical and spelling errors. The proposed
method is validated by extensive experimentation and comparison with the state-
of-the-art baseline models. Our results demonstrate that this approach performs
significantly better on 6 out of 8 prompts on the Automated Student Assessment
Prize (ASAP) dataset. In addition, it shows an overall best performance with a
Quadratic Weighted Kappa (QWK) metric of 81%. Moreover, we empirically
demonstrate that it is successful in identifying adversarial responses and scoring
them lower.

Keywords: Automatic Scoring · Capsule Neural Networks · Adversarial Testing
· BERT · Machine Learning

1 Introduction

Writing compositions have been widely adopted by all language proficiency exams. The
manual evaluation process is taxing and laborious; hence globally standardized exams
such as GRE [2] resort to automatic scoring systems. However, many state-of-the-art
AES tools suffer from adversarial attacks [10, 19]. As a result, there is a dire need for
computerized essay scoring systems that provide quick results while maintaining ob-
jectivity and accuracy in evaluations [17]. AES is a complex problem as these systems
aim not just to point out grammatical or spelling errors but also to consider the seman-
tics, identify the coherence in discourse, and ensure that the response is relevant to the
question.

State-of-the-art AES systems can be broadly categorized into two types, feature
engineered models and end-to-end deep learning models [14]. The feature-engineered
? Equal Contribution - work done in Delhi Technological University
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models use handcrafted surface-level features, such as the length of the essay and gram-
matical errors, for scoring the responses [11]. While they are easily explainable and
modifiable with scoring criteria, they lack the understanding of response as a whole.
They cannot mimic pattern organization or coherence based on word and sentence level
relations [21]. The latter type of AES system explores extracting semantic relationships
within an essay. This method relies on word embeddings, which are used to express
response essays in low dimensional vectors followed by dense, CNN or LSTM layers
to represent the semantics in the text [23, 1]. Models that incorporate deep learning
techniques and handcrafted features aim to capture all the aspects required for essay
scoring. However, they are vulnerable to adversarial attacks [15]. One of the challenges
in such a task is identifying if the responses correctly answer the question. Consider
an example of a question asking the test takers to describe an incident where they had
to be patient. (Prompt 7 Question: Write a story about a time when you were patient.)
If the test taker answers general sentences about patience and does not provide a per-
sonal story, the response should be scored lower as it does not answer the question. As
shown in Table 1, the incorrect answer has all the features required for a good answer:
correct grammar and spellings, topic relevance and coherence; yet this response does
not qualify as the correct answer. While a human annotator can quickly identify this,
an AES system requires learning each essay’s underlying inconsistencies. Hence, un-
derstanding each essay response’s composition, structure, and hierarchies need to be
further explored to ensure correct scoring.

Table 1. For a given question: Write a story about a time when you were patient, the Table lists
a correct and incorrect answer to illustrate that even a well-formed answer is marked incorrect
simply because it does not answer the question.

Incorrect Answer Correct Answer
Patience is the ability to endure difficult circum-
stances. Patience may involve perseverance in
the face of delay. Patience is the level of en-
durance one can have before disrespect. It is also
used to refer to the character trait of being stead-
fast...

I am not a patience person, as I can’t sit in a room
for more than five minutes, but there was one
time I was patient, during my wife’s operation.
I was sitting quietly in the hospital. At that mo-
ment I felt that I needed that time to pray for her
well being...

The problem above is addressed in this work, using the newly introduced Capsule
Neural Network [24]. The CapsNet was introduced in image classification to overcome
the drawbacks of a CNN network by allowing an effective combination of low-level
features of images to high-level depiction using iterative routing. CNNs not only face
problems in learning the transformational invariance of images but also are unable to
ensure a local agreement between the features (due to the max-pooling layers). CapsNet
understands the spatial correlation between a part and a whole and analyzes the current
reference frame to generalize to new or unseen frames.

We aim to use this method to understand each response based on the intrinsic spatial
relationship between the parts (sentences) and the whole (essay response). Moreover,
this technique provides an understanding of the general structure of the response [35].
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Hence, the organization and transition amongst the lines in the response will be un-
der scrutiny. We did not shy away from using key handcrafted features to enhance the
model’s capability to score the responses. We call the CapsNet architecture, CapsRater,
and the feature engineering enhancement, FeatureCapture (Figure 1). To provide a con-
textualized and semantic initial representation of essay responses, we use the BERT
embeddings [9]. This architecture improves performance on six out of eight prompts
and increases the overall average QWK score. Moreover, to check the robustness of
this work, we extensively experimented with adversarially crafted essay responses [19].
CapsRater + FeatureCapture successfully detected these adversarial attacks and scored
them relatively lower than the original essay responses.

Following are the significant contributions of this work4:

– We provide a novel architecture with two key components: BERT enhanced Cap-
sNet model and the feature extraction model for Automatic Essay Scoring. This is
the first work that leverages Capsule Neural Networks for Automatic Essay Scoring
to the best of our knowledge.

– We develop critical features with emphasis on official rubrics for scoring. We em-
pirically demonstrate the importance of these features in improving the QWK.

– The proposed method shows higher scores on the QWK metric than state-of-the-art
models with a boosted overall average QWK of 81%.

– We analyze the proposed work’s performance on multiple adversarial attacks prov-
ing that our model is considerably robust. It successfully scores most of the adver-
sarial text lower.

The paper’s organisation is as follows: we discuss related work in section 2, and the
proposed pipeline in section 3. We illustrate substantial experimentation in section 4,
to evaluate performance with baseline models. In the same section, we also assess our
model’s sturdiness on the adversarially perturbed datasets.

2 Related Work

The previous work on essay scoring relies on human experts who build domain-specific
features to check the lexical and grammatical errors. The systems then employ machine
learning classifiers to predict the essay scores. For example, works such as, [20, 3,
32, 6, 16], trained Naive Bayes, Linear Regression and Rank Support Vector Machine
(RankSVM) models for essay scoring task. EASE [11], a popular AES engine, applies
text analysis and feature engineering to several regression models. Using handcrafted
features has had immense success on the AES task. While there are simple features
such as sentence length, word count, there are also other features that have a convex
mechanism of engineerings, such as readability [33], textual and discourse coherence
[5, 26]. Incorporating each of these requires specialized focus and a domain-specific
approach.

More recent approaches have turned to neural networks, which encode an essay into
richer representations of low-dimensional embeddings. For example, Alikaniotis et al.

4 Our code is available at : https://github.com/ECMLPKDD/CapsRater-FeatureCapture
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[1] applied a deep LSTM layer, Taghipour et al. [27] employed the CNN layer. They
map texts into sequences that can account for the variable input lengths. These strate-
gies are popular because they provide an end-to-end solution. A fundamental limitation
of deep learning approaches in this domain is that they are susceptible to adversarial
attacks [10]. Researchers have conducted a study to showcase how simple tricks can
deceive state-of-the-art AES tools [19]. In this light, Farag et al. [12] applied window-
based local coherence to catch adversarial attacks. However, detecting and mitigating
advanced attacks is still an open problem.

Previous works on Capsule Neural Networks showcased promise on the image, as
well as text classification tasks citehinton2011transforming [35]. The capsules utilize
all the feature information, therefore, address the issues with information loss in CNNs.
Variants of Capsule architectures have recently experimented with in text classification
applications. For example, Zhao et al. [35] proposed two models to stabilize the routing
mechanism between capsules from disturbances in the text, such as stopwords, as these
do not contribute to the classification task at hand. Kim et al. [18] employ a static rout-
ing mechanism in place of the dynamic one, based on the observation that the document
semantics can remain the same with a different order of sentences. Saha et al. [25] stud-
ied the joint optimization capabilities of BERT and capsule layer in their classification
task.

Due to the success of Capsule Neural Networks to capture spatial inter-dependencies
in text [36], we employed the CapsNet for the AES task. Our work leverages BERT em-
beddings to utilize the pre-trained contextual features. The capsule architecture captures
the semantic inter-word relationships and spatial patterns of words and transfer learned
parameters. It can effectively encode the information required for essay evaluation and
learn the complex patterns in the data.

3 Methodology

Our architecture consists of two independent pipelines, called CapsRater and Feature-
Capture. We report results on both of these models. However, the best performing model
is their combination (Figure 1), as shown in section 5. To combine these models, we
took the mean over their class-wise probabilities and passed the output through a final
dense layer to get the resultant score vector.

3.1 CapsRater

Capsule Neural Networks were introduced to accurately identify hierarchical relation-
ships between objects and the features that constitute those objects. A capsule is a struc-
ture that essentially contains information about the probability and orientation of these
features. Following [24], we use the capsules to attain a vector output from the feature
detectors in CNN. The capsule representation is used in place of the pooling layer’s
scalar output, which discards the text’s positional information.

We employed BERT embeddings of essay text and fine-tuned them using the Cap-
sule framework. BERT provides contextual word representations by applying bidirec-
tional training of transformer to language modelling. During the pre-training on the
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Fig. 1. The combined architecture of CapsRater + FeatureCapture model.

Masked Language Model task, BERT’s architecture enables it to capture the entire text
instead of sequential reading of directional models. As a result, BERT has a deeper
understanding of language context and flow [9]. Thus, using BERT representation will
provide the non-linear neural layers with the richer vector representations for the essay
responses.

Consider the input sentence, S of length L, forms E dimensional BERT embed-
dings; then the input is represented as S ∈ RL×E .

Convolution Layer: We passed the input through the convolution layer to extract local
textual features. In this step, the convolutional filter matrix, W a ∈ RF×V (F is the size
of filter), slides across input of si:i+F−1 dimensions, multiplies with the input element-
wise, and generates feature maps of size, ka ∈ RL−F+1. The resultant is added to a
bias term, b0, and a ReLU activation function, f , is applied to it. Mathematically, this is
denoted as:

kai = f (si:i+F−1 ◦W a + b0) (1)

The above operation is iterated for N filters to widen the feature extraction process
and concatenate the output [35]. Therefore there are N feature maps generated, repre-
sented by K = [k1, k2, ..., kN ] ∈ R(L−F+1)×N

Primary Capsule Layer: The feature maps are then passed through a convolution op-
eration, with filter,W b, forming the first layer of capsules, denoted asΘ ∈ R(L−F+1)×d,
(d is the dimension of capsule). This layer preserves the initial parameters belonging to
each input feature instead of the scalar output from CNN’s pooling operations. As a
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result, the capsules contain more information about the input, given as:

Θi = (W b)T ×Ki + b1 (2)

where i denotes the size of the filter matrix: 1→ L− F + 1 and b1 is the bias term.
A nonlinear squash function is applied on the above vectors.

Θi =
‖Θi‖2

1 + ‖Θi‖2
Θi

‖Θi‖
(3)

We performed the above steps with N number of filters and concatenated their corresponding
outputs. For our domain, the capsule layer is aware of the semantics and ordering of sentences
due to the vector representation of the instantiated parameters [35].

Part-Whole Relationship: Hinton et al. [13] defines this step as assigning part-to-whole.
We made use of two levels of capsules; each lower layer capsule assigns a vote vector

Vlow→up to each upper layer capsule. These vectors represent how much information is trans-
ferred from the different input capsules to the respective output capsule.

Vlow→up =Wlow→up ×Θlow (4)

where Wlow→up is a transformation matrix. These matrices solve exponentially taxing convolu-
tions, and their insubstantial representation [24]. Moreover, they provide automated learning of
part-whole relationship.

Dynamic Routing: This is an iterative process that builds a non-linear map to ascertain that
each lower capsule’s output is matched to the suitable upper capsule in the next layer. It con-
trols the connection between the higher and lower layers’ capsules. Following [24], there is an
assignment probability Clow→up associated with input capsules, which measures the similarity
between vote vector and output capsule. It is calculated as the multiplication of probability of
the upper capsule for each lower capsule, A

′
low→up, with the softmax of logits of the assignment

probability, Blow→up.

Clow→up = A
′
low→up ×

exp (Blow→up)∑N

up=1
exp (Blow→up)

(5)

Here Blow→up is initialized as all 0s, and it measures the proportion of input capsule that
makes the output capsule. It is updated according to the agreement between the upper layer cap-
sule and the vote vector.

Blow→up = Blow→up +Θup.Vlow→up (6)

Output capsules are formed from the weighted sum of vote-vectors.

Θup = squash(

∑H

low=1
(Clow→upVlow→up)∑H

low=1
(Clow→up)

) (7)

Aup = |Θup| (8)

here, Aup is the activation probability of the upper layer capsule.
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Convolutional Capsule Layer: The next layer gives the upper layer capsules formed from
multiplying transformation matrices with the lower capsules, followed by dynamic routing. Us-
ing this routing mechanism, the capsules capture the importance and coherence of words while
leaving out nonessential information. Finally, the upper layer capsules are flattened and passed
through a dense layer.

3.2 FeatureCapture

Table 2. The key features extracted from the text to pass through the FeatureCapture model.

S. No. Type Feature
1 Prompt Based Number of words
2 Number of ! or ?
3 Correct POS tags
4 Number of spelling errors
5 Number of grammatical errors
6 Similarity Based Between prompt and responses
7 Between response sentences

Handcrafted features play an essential role in enhancing the performance of AES systems
[21]. This can be observed in CapsRater + FeatureCapture model scores in Table 4, where adding
features has illustrated best scores for the majority (5 out of 8) of prompts in the ASAP dataset. In
this work, we used two types of handcrafted features: prompt-based and similarity-based (listed
in Table 2). These were empirically decided by manual inspection of the responses and official
rubrics given in the dataset. The prompt-based features are inspired by the EASE system [11].

– Prompt Based Features: We observed that shorter essays are scored lower by the anno-
tators. Therefore, Number of words is an important length-based feature. We also took the
frequency of sentences ending with ! or ? into account, as the essay response should not
be primarily constituted of exclamatory or questioning sentences. For the next feature, Cor-
rect POS tags, we counted the number of erroneous unigrams and bigrams and subtracted
those from total unigrams and bigrams. Using this, we get a statistical understanding of how
coherent the essay response is. The above features were defined using the NLTK5 library.
Essays with many grammatical and spelling errors are penalized higher by the annotators;
hence we included these in the feature space. Number of spelling errors were counted us-
ing pyspellchecker [4]. It relies on the Levenshtein Distance algorithm and compares all
permutations in the frequency word list to correct an incorrect spelling. For identifying the
Grammatical Errors, we use the popular grammar checking application called Language-
Tool’s python wrapper [29].

– Similarity Based Features: The similarity score between the prompt and essay shows if
the response essay has borrowed text from the prompt by comparing the similarity between
them. Similarity between the sentences gives an analysis of the amount of repetition within a
response. Higher repetition reported by this feature should be scored lower. For calculating
both, we use a fuzzy matching library, called rapidfuzz [22].

5 https://www.nltk.org/
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All the above-extracted features are normalized to the 0-1 range, stacked and passed into the
XGBoost [7], which is an ensemble learning method. Multiple individual base learners (models)
are trained and combined for a final prediction. XGBoost has base learners that may generate
average performance, but when sequentially added, they rectify the errors and lead to efficient
predictions. Moreover, this algorithm is immensely scalable, and it relies on distributed com-
puting which enhances fast learning [7]. The output of XGBoost is a probability vector for each
target class. The final output vectors from CapsRater and FeatureCapture are averaged and passed
through a dense layer for the final result.

4 Experimentation

4.1 Dataset

We perform our experiments on the widely used and accepted dataset for AES tasks, namely
Automated Student Assessment Prize (ASAP). The dataset comprises 8 prompt questions, which
students of grades 7 to 10 answer. The total number of answered essays are 12,976. More details
about the dataset are shown below in Table 3.

Table 3. Description of the ASAP-AES Dataset used for evaluation of AES systems. Here RC
refers to Reading Comprehension and # represents the count.

Prompt # Responses Type Avg # words Avg # sentences Score Range
1 1783 Argumentative 350 23 2-12
2 1800 Argumentative 350 20 1-6
3 1726 RC 150 6 0-3
4 1772 RC 150 4 0-3
5 1805 RC 150 7 0-4
6 1800 RC 150 8 0-4
7 1569 Narrative 250 12 0-30
8 723 Narrative 650 35 0-60

4.2 Evaluation Metric

We use the Quadratic Weighted Kappa (QWK) metrics for evaluation. It is a commonly used
and accepted metric [27, 21] which measures agreement between the AES scorer and the human
annotators. QWK is calculated as:

k = 1− ΣijwijObsij
ΣijwijExpij

(9)

Here, Obs and Exp are the observed and expected scores matrix respectively, while w de-
notes the weights. The scores assigned by the human and machine graders are i and j respectively.
Given N is the number of possible scores, the weight matrix is defined as:

wij =
(i− j)2

(N − 1)2
(10)

The range of QWK score is from 0 to 1. The higher the score, the closer the machine-human
agreement.
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4.3 Baselines

We compared the proposed work with the recent state-of-the-art baselines: EASE [11], developed
by EdX, is a feature-based model relying on n-grams and prompt word overlap. It performed
third-best in the ASAP-AES competition. Taghipour et al. [27] build an architecture that applies
CNN and LSTM with a mean over time layers. This model performs better than EASE on the
ASAP dataset. HISK+BOSWE [8] is a statistical technique that captures text-based features using
string kernels along with word embeddings. A reinforcement learning methodology, called RL1,
was proposed by Wang et al. [30]. They used the QWK score as the reward function, which is
governed by positive or negative feedback. SkipFlow [28] proposes the neural coherence features
that capture semantics and coherence using deep neural networks. It uses the hidden states for ex-
tracting more information about the formation of the response. MemoryNetworks [34] takes one
sample essay belonging to each score in the score range and saves it in the memory. This sample
essay is used to calculate the similarity with new essays to score them. Using memory networks
in grading helps them boost performance on 7 out of 8 prompts. TSLF [21] uses feature engi-
neering along with neural networks for scoring. They form features for coherence, semantics and
relevance using BERT embedding and employ the SVM classifier. They perform relatively higher
than the state of the art methods. However, Kumar et al. [19] have shown that they lack robustness
to tackle all kinds of adversarial attacks. R2BERT [31] has multiple objective approaches where
they explored two loss functions: the mean squared error and the batch-wise ListNet loss. They
report improved results on baselines.

4.4 Implementation

We perform prompt-wise training on our models. The prompts in the dataset vary in terms of
the genres (Argumentative, Reading Comprehension and Narrative), the scoring rubrics, and the
grade of study of test-takers. We load the response essays to pass them through CapsRater and
FeatureCapture, respectively. The first step in CapsRater involves transforming the data into the
BERT-base model’s embeddings (V = 768). It is then passed through the CapsRater model,
where we use 32 filters, of size F = 3 words, in the first and second convolution layers while 16
filters in the convolution capsule layer. The capsules are also set as 16-dimensional vectors, and
the dynamic routing process is iterated thrice for optimum loss convergence. In FeatureCapture,
we use the XGBClassifier with the gbtree booster method. The max depth parameter is set to
6, the objective function to multi:softprob, and n estimators to 1000. The learning rate is set
to 1e-4. For the CapsRater pipeline, we used the standard, cross-entropy loss function, Adam
optimization, and the model is trained for 50 epochs with a 1e-4 learning rate.

5 Result and Analysis

This section compares CapsRater, FeatureCapture, and their combined pipeline with the promi-
nent baseline works on the ASAP dataset. Table 4 shows the QWK scores on all 8 prompts avail-
able in the data. Moreover, we provide the average score to represent the overall performance.
Table 4 reports that the proposed architecture boosts performance on six out of eight prompts, in-
cluding both Argumentative, three Reading Comprehension and one Narrative prompt. Moreover,
it leads to an overall increase of 2% in scores compared to the baselines.

Analysis: We had a thorough look at the essay responses and their scoring rubrics provided
with the dataset. The rubrics can be categorized into three main parts6: Ideas + Content, Orga-
nization and Style. Ideas + Content focus on topic relevance and scrutinizes the main idea of

6 https://www.kaggle.com/c/asap-aes
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Table 4. Performance comparison of proposed work with baseline models for each prompt in the
dataset. Scores are calculated using the QWK metric. The best performance for each prompt is
emboldened

PROMPT 1 2 3 4 5 6 7 8 Avg
EASE (SVR) [11] 0.781 0.621 0.630 0.749 0.782 0.771 0.727 0.534 0.699

EASE (BLRR) [11] 0.761 0.606 0.621 0.742 0.784 0.775 0.730 0.617 0.705
CNN [27] 0.804 0.656 0.637 0.762 0.752 0.765 0.750 0.680 0.726

LSTM [27] 0.808 0.697 0.689 0.805 0.818 0.827 0.811 0.598 0.756
CNN+LSTM [27] 0.821 0.688 0.694 0.805 0.807 0.819 0.808 0.644 0.761

HISK+BOSWE [8] 0.845 0.729 0.684 0.829 0.833 0.830 0.804 0.729 0.785
RL1 [30] 0.766 0.659 0.688 0.778 0.805 0.791 0.760 0.545 0.724

SkipFlow [28] 0.832 0.684 0.695 0.788 0.815 0.810 0.800 0.697 0.764
MemoryNets [34] 0.830 0.720 0.720 0.820 0.830 0.830 0.790 0.680 0.780

TSLF [21] 0.852 0.736 0.731 0.801 0.823 0.792 0.762 0.684 0.773
R2BERT [31] 0.817 0.719 0.698 0.845 0.841 0.847 0.839 0.744 0.794

CapsRater (CR) 0.852 0.750 0.743 0.847 0.800 0.780 0.812 0.702 0.785
FeatureCapture (FC) 0.791 0.677 0.693 0.818 0.782 0.771 0.762 0.699 0.749

CR + FC 0.866 0.764 0.751 0.844 0.837 0.852 0.843 0.715 0.809

the response. Organization refers to the logical and structural organization of the response. Each
response should give a meaningful, cohesive and complete meaning. Finally, the style includes
features that emphasize spelling and grammatical errors. It castigates repetitive word and sen-
tence usage. We also observed that poor-scored essays were generally shorter. While CapsRater
has strong capabilities of demonstrating high performance, combining with FeatureCapture ex-
hibits faster convergence, as it adheres to the prompt rubrics. This is evident in Figure 2.

Fig. 2. Plot showing the increase in QWK metric performance with the increase in number of
epochs on validation data during the training of prompt 1, 5 and 8 respectively.

The QWK score vs epoch plots in Figure 2, shows that even at the beginning of the training
process, CR + FC has significantly faster and greater convergence than CR on the validation
data. Furthermore, as the number of epochs increases, there is an increase in the QWK scores.
Introducing handcrafted features to CapsRater has penalized responses based on rubrics and has
made a definite difference in the scoring. Interestingly, the average score of FeatureCapture (FC)
by itself is 7% lower than the CR+FC model. This signifies that FeatureCapture, independently,
does not have an excellent performance. Table 4 and Figure 2 throw light on the importance of
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Table 5. For prompt 1 question: Write a letter to your local newspaper in which you state your
opinion on the effects computers have on people, the Table lists the original essay response along
with adversarially perturbed reponses. Green shows the addition of colored lines to original re-
sponse, while red shows deletion of the colored lines from the response.

Example

Original Response

Dear Local Newspaper, I believe that computers are an extremely useful tool
in society... Also, it lets you communicate with friends and family through the
internet, for example, using facebook ... Each class teaches us to respect more
and more of this culture... Also, is another website that helps us study for
vocab. It also has many games that and learn our vocab words... I assume you
will understand how much the computer has made a positive effect in society.

Category Attack

ADD
AddSongs

Dear Local Newspaper, I believe that computers are an extremely useful tool
in society. It helps people learn new things about different cultures . . . So shine
bright, tonight you and I, We’re beautiful like diamonds in the sky. . . I assume
you will understand how much the computer has made a positive effect in
society.

ADD
Repeat-

Sent

Dear Local Newspaper, I believe that computers are an extremely useful tool
in society... Also, it lets you communicate with friends and family through
the internet, for example, using facebook. Finally, it provides an accurate re-
search tool for school projects, or interviews.Also, it lets you communicate
with friends and family through the internet, for example, using facebook.
Finally, it provides ...

DEL DelRand

Dear Local Newspaper, I believe that computers are an extremely useful
tool... It helps people learn new things about different cultures. Also, it lets
you communicate with friends and family through the internet for example,
using facebook... I assume you will understand how much the computer has
made a positive effect in society.

MOD
Mod-

Grammar

Dear Local Newspaper, They believe this computer are the extremely useful
tool is society. They helps this people should had learns ... Also, They lets u
communicate with friend fam through the internets, 4 examples, using face-
book. Finally, they provides the accurates researcher tools 4 schools project,
or interview...

GEN
Babel-

Gen

Computer with abandonment has not, and in all likelihood never will be bois-
terous, irreverent, and arrogant. Why is paper so accumulated to pondering?
The reply to this query is that electronic computer is eternally and hastily
incensed...
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CapsRater, and the significance of its routing mechanism in modelling the hierarchical textual
relationships. Moreover, using BERT embedding for initial text representation helps it grasp the
contextual understanding of sentences in the response. Overall, this exhibits that the proposed
work gains tremendously from utilizing both CapsNet architecture and extracted features.

5.1 Testing with Adversarial Essays

Fig. 3. CapsRater + FeatureCapture’s scoring trends on Original and Adversarial essay responses
for prompt 1

Recently, there has been thought-provoking work on the robustness of AES engines by con-
ducting adversarial attacks on them [10, 19]. Kumar et al. [19] created a pipeline to generate
various attacks on the ASAP-AES dataset. We employ their adversarially generated data to test
the performance of our model. These are broadly divided into four categories: ADD (Text Addi-
tion), MOD (Text Modification), DEL (Text Deletion) and GEN (Random Text Generation). We
experimented with two attacks from ADD and one from all other categories to check the robust-
ness of the proposed model (CR + FC) and described the attacks with an example from prompt 1
response in Table 5. Here, AddSongs refers to the addition of lines of songs in the middle of the
essay response. RepeatSent focused on repeating lines within the response essay to make it unrea-
sonably wordy. DelRand created incoherent essays by removing random lines from the original
response. ModGrammar introduced various grammatical errors in the original essay responses.
BabelGen used a tool called the Babel Generator7 to generate random sentences using prompt-
specific keywords. AddSongs, RepeatSent and DelRand changed 25% of the original responses,
while ModGrammar and BabelGen changed the entire original response. The training was done

7 https://babel-generator.herokuapp.com/
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Fig. 4. CapsRater + FeatureCapture’s scoring trends on Original and Adversarial essay responses
for prompt 8.

on the original training data, while the testing data was replaced with the perturbed testing data
according to the five selected adversarial attacks. To keep the analysis concise, we have shown the
difference between the grading of Prompt 1 and 8’s original responses and their corresponding
adversarially perturbed responses. The results are shown in Figure 3 and 4.

Analysis: Original responses for prompt 1 are scored between the 2-12 range, and prompt 8
are scored between 0-60. We see that 90% of the original samples are scored between 8 and 12 for
prompt 1. On similar lines, 88% of the original samples are scored between 30 and 60 for prompt
8. The overall trend is that adversarially perturbed responses have been scored consistently lower
by CR+FC for all the attacks than the original essay responses. However, the maximum penalty
was observed for the ModGrammar attack where 53% of responses of prompt 1 was scored the
lowest possible score (2) and more than 70% of responses of prompt 8 was scored less than 30
(out of 60). ModGrammar made the responses grammatically incorrect and deformed the sen-
tence structure such that it became semantically incorrect. For example, Table 5 shows a sentence
where ModGrammar has introduced a singular demonstrative before plural noun: ”this people”,
a verb after a modal verb: ”should had”, changed the semantics by introducing ”2”, ”y”, ”their”
incorrectly in the example. Hence, these responses were strongly penalized by CapsRater + Fea-
tureCapture, due to excessive grammatical errors and semantic inconsistencies, leading to low
scores. Another interesting observation is that while RepeatSent creates repetition of lines within
the response, it still generates a relevant and coherent response. Even then, the attack was suc-
cessfully identified, and most of the perturbed responses were scored lower for both prompt 1
and prompt 8. 45% of prompt 8 responses were scored between 20-30. We attribute this success
to similarity-based features. AddSongs adds irrelevant lines to the responses, which tampers their
relevance, structure and organization. We can see a clear drop in scores. Close to 65% of the
perturbed responses for prompt 1 are scored between 2 and 4. Moreover, 40% of the responses
for prompt 8 is scored between 15-20. This shows that the proposed work has grasped structural
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inconsistencies and penalized such responses. Similarly, for DelRand, most of the perturbed re-
sponses are scored lower. We noticed that the prompt 1 score bracket is inclined towards the range
of 4-6, and that of prompt 8 is between 20-30. Deleting random lines from an essay disturbs the
structure and transition within sentences. While these perturbed essays may lack feature-based
flaws, they were identified and penalized by CapsRater. Most interestingly, BabelGen attack was
also captured by CR + FC. Babel Generator generates semantically correct but random passages
using three keywords taken from the prompt. This type of attack does not have any spelling or
word level inconsistencies. However, the inter-sentence coherence is extremely low, as shown in
Table 5, by comparing the text in the original response and the BabelGen output. We observe
that 80% of the responses’ in this attack were scored lower (between 2-5) than original data for
prompt 1. Similarly, 85% of prompt 8 responses were scored lower (between 5 and 30).

6 Conclusion

This work demonstrates an end-to-end pipeline that applies BERT enhanced Capsule Neural Net-
work and handcrafted features for Automatic Essay Scoring. The CapsRater + FeatureCapture
model reports a significant increase in the state-of-the-art performance on the QWK metric. More-
over, we conducted deeper experimentation and analyzed our technique’s robustness against sev-
eral types of adversarial attacks. CapsRater + FeatureCapture can detect and score the adversarial
essay responses low. We aim to study and implement a domain-independent scoring system to
eliminate training costs for each new question statement while retaining the performance in future
work.
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