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Abstract. Graph Convolutional Networks (GCNs) are state-of-the-art approaches
for semi-supervised node classification task. By increasing the number of layers,
GCNs utilize high-order relations between nodes that are more than two hops
away from each other. However, GCNs with many layers face three drawbacks:
(1) over-fitting due to the increasing number of parameters, (2) over-smoothing
in which embeddings converge to similar values, and (3) the difficulty in selecting the appropriate number of propagation hops. In this paper, we propose
ANEPN that effectively utilizes high-order relations between nodes by overcoming the above drawbacks of GCNs. First, we introduce Embedding Propagation Loss which increases the number of propagation hops while keeping the
number of parameters constant for mitigating over-fitting. Second, we propose
Anti-Smoothness Loss (ASL) that prevents embeddings from converging to similar values for avoiding over-smoothing. Third, we introduce a metric for predicted class labels for adaptively controlling the number of propagation hops. We
show that ANEPN outperforms ten state-of-the-art approaches on three standard
datasets.

1

Introduction

Semi-supervised node classification aims to predict the class labels of nodes in a graph,
a popular task in graph analysis. Graph Convolutional Networks (GCNs) [12], which are
a family of neural networks, have achieved the state-of-the-art performance on the task.
GCNs combine graph structure and node features by propagating node embeddings to
neighbors on a graph. Recently, many variants of GCNs have been developed, including
Graph attention networks [20,26], GraphSage [11], GraphUnet [8], and LNet [14].
In the previous approaches, GCNs typically consist of two layers in performing
semi-supervised node classification; they do not utilize high-order relations between
nodes more than two hops away from each other. We should utilize high-order relations by stacking many layers of GCNs in semi-supervised node classification, since
high-order relations are known to be beneficial when labeled data size is small [24].
However, GCNs with many layers have the following three drawbacks. First, GCNs
with many layers are prone to over-fitting to labeled dataset [28] since the number of
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parameters in GCNs increases with the number of layers. Second, stacking many layers of GCNs causes over-smoothing of node embeddings, i.e., a phenomenon in which
the embeddings of all connected nodes converge to similar values [13]. Third, existing
GCNs need to predefine the number of layers, i.e., the number of propagation hops. This
indicates that they require careful effort to select the number of propagation hops since
the appropriate number of hops is not known in advance depending on input graphs.
To address the above three drawbacks, this paper presents Adaptive Node Embedding Propagation Network (ANEPN) that utilizes high-order relations between nodes
by adaptively increasing the number of propagation hops. ANEPN is effective for semisupervised node classification, since it can leverages high-order relations that is more
beneficial as labeled data size gets smaller. First, to avoid over-fitting, we introduce
Embedding Propagation Loss (EPL), which increases the number of propagation hops
while keeping the number of parameters constant. The novel idea of EPL is that node
embeddings are propagated by an update rule of the gradient descent. Thus, ANEPN can
propagate node embeddings to neighbors within many hops by iteratively applying the
update rule without increasing the number of layers. Second, to avoid over-smoothing,
we additionally introduce Anti-Smoothness Loss (ASL). ASL imposes a penalty on
structurally distant nodes (not directly linked nodes) in a graph, so that those nodes
have dissimilar embeddings. Third, ANEPN automatically selects the appropriate number of propagation hops by employing the idea of metric learning [6]. That is, ANEPN
controls the number of propagation hops by using a metric that evaluates predicted class
labels; it minimizes within-class variance of node embeddings and maximizes betweenclasses variance of node embeddings. Our experimental results on three datasets show
that ANEPN outperforms ten state-of-the-art approaches under various label rates.
The rest of the paper is organized as follows. Section 2 introduces preliminaries.
In Section 3, we propose ANEPN to address the drawbacks of GCNs. In Section 4,
we conduct experiments to validate the effectiveness of ANEPN on semi-supervised
node classification. Section 5 introduces related work. Finally, Section 6 concludes this
paper.

2
2.1

Preliminaries
Problem Definition

An attribute graph G with N nodes is represented by an adjacency matrix A, a feature matrix X and a class matrix T . In the adjacency matrix A ∈ RN ×N , the (i,j)th element Aij = 1 if there is an edge between node i and node j, Aij = 0 otherwise.PD ∈ RN ×N = diag(d1 , · · · , dN ) denotes the degree matrix of A, where
di =
j Aij is the degree of node i. The normalized graph laplacian matrix L̃ are
1
1
defined as L̃ = I − D − 2 AD − 2 , where I ∈ RN ×N is an identity matrix. The feature
matrix X ∈ RN ×F represents node features information, where the i-th row vector Xi,:
is the F -dimensional feature vector of node i. The class matrix T ∈ RN ×C contains
class information of each node, where C is the number of classes. Nodes in a given attributed graph are divided into two sets, the labeled node set V L and the unlabeled node
set V U . Ti,: ∈ {0, 1}C is a one-hot vector if node i is included in the labeled node set
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Table 1: Notations and definitions
N
number of nodes
F
dimension of features
C
number of classes
E
number of edges
H
dimension of hidden layer
A ∈ RN ×N
adjacency matrix
X ∈ RN ×F
feature matrix
T ∈ RN ×C
class matrix
D ∈ RN ×N
degree matrix
L̃ ∈ RN ×N
normalized graph laplacian matrix
G ∈ RN ×N
graph filter matrix
W (0) ∈ RF ×H , W (1) ∈ RH×C
weight matrices
B (0) ∈ RN ×H , B (1) ∈ RN ×C
bias matrices
Z ∈ RN ×H
node embeddings
Y ∈ RN ×C
predicted label matrix
α, β
coefficients of losses
µ
margin
∆α
increasing step
Ti
interval of increasing
Tp
iteration to pre-train
Tmax
maximum iteration
patience
patience for training stop

V L , and Ti,: is a zero vector otherwise. We summarize notations and their definitions
in Table 1. For a given attributed graph G, semi-supervised node classification aims to
predict the class labels of unlabeled nodes in the unlabeled node set V U .
2.2

Graph Convolutional Networks

A two-layer GCN [12] is a standard GCN model. It has a single hidden layer and an output layer, and applies graph convolution in each layer. The GCN propagates the embedding of a node to its neighbors within two hops since the number of propagation hops
corresponds to the number of layers. Graph convolution is defined as the multiplication
of a graph filter matrix G ∈ RN ×N and the feature matrix X (or node embeddings).
The graph filter is known as a low-pass filter that filters out noises in node features [23].
Kipf and Welling (2017) defines the graph filter as:
G = I + L̃.

(1)

They further applied a normalization trick to the graph filter G as:
1

1

I + L̃ → D̃ − 2 ÃD̃ − 2 ,
(2)
P
where Ã = A + I and D̃ii = j Ãij . Let H be the dimension of the hidden layer. Let
W (0) ∈ RF ×H and B (0) ∈ RN ×H denote the weight matrix and the bias matrix3 in
3

We express bias in a matrix form by expanding a bias vector.
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the hidden layer, respectively. In the hidden layer, the GCN outputs node embeddings
Z ∈ RN ×H as:
Z = max(GXW (0) + B (0) , 0).
(3)
In the output layer, the GCN outputs a predicted label matrix Y ∈ RN ×C as:
Y = softmax(GZW (1) + B (1) ),

(4)

where W (1) ∈ RH×C and B (1) ∈ RN ×C denote the weight matrix and the bias
matrix in the output layer, respectively. Besides, softmax(P )ic = PPicPic for a matrix
c
P . In Eq. (4), the GCN propagates the embedding of a node to its neighbors by the
multiplication of the the graph filter G and node embeddings Z as:
(GZ)ij =

X
Zij
Zkj
√
√
+
,
di + 1
d
+
1 dk + 1
i
k∈Γ(i)

(5)

where Γ(i) denotes the set of neighbors of node i. In Eq. (5), the first and second terms
on the right side work as propagating node embeddings from a node and its neighbors to
the node itself. So, the coefficients di1+1 and √d +11√d +1 indicate propagation weights
i
k
for self loops and neighbors, respectively. The loss function of the GCN is defined as
the cross entropy loss to minimize the difference between the class labels of labeled
nodes in predicting class labels:
Lce = −

N,C
X

Tic log(Yic ).

(6)

i,c=1

The parameters (W (0) , B (0) , W (1) and B (1) ) are trained to decrease the loss.

3

Our Approach

This section presents ANEPN, a new node embedding propagation approach that effectively utilizes high-order relations between nodes by overcoming three issues: overfitting, over-smoothing, and the difficulty in selecting the appropriate number of propagation hops. The loss L for ANEPN consists of cross entropy loss Lce and two additional losses: Embedding Propagation Loss (EPL) Lep and Anti-Smoothness Loss
(ASL) Lasm as follows;
L = Lce + αLep + βLasm ,

(7)

where α and β are the coefficients of EPL and ASL, respectively. EPL enables ANEPN
to increase the number of propagation hops while keeping the number of parameters
constant, so ANEPN avoids over-fitting. ANEPN also avoids over-smoothing of node
embeddings by using ASL since it prevents embeddings of all connected nodes from
converging to similar values. Furthermore, ANEPN automatically selects the appropriate number of propagation hops by introducing a metric that evaluates the quality of
predicted class labels.
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Embedding Propagation Loss

The idea of EPL is that node embeddings are propagated by an update rule of the gradient descent. To this end, we design EPL as a function of node embeddings Z and then
formulate the update rule of Z that works as graph convolution to Z. By iteratively
applying the update rule, ANEPN propagates node embeddings without increasing the
number of layers, i.e., increasing the number of parameters. Hence, ANEPN can propagate node embeddings to neighbors within many hops without over-fitting. First, we
define a general form of update rule for node embeddings Z. Then, we derive EPL from
the update rule.
Update Rule for Node Embeddings Let
(0)

∂Lep

and

(0)

∂W:,h

∂Lep
(0)

∂B:,h

be the gradient of Lep with

(0)

respect to W:,h and B:,h , respectively, since Z = GXW (0) + B (0) .4 Let η denote a
learning rate. The h-th column vector Z:,h ∈ RN is updated according to the gradient
descent algorithm as follows:
(0)

Z:,h ← GX(W:,h − η
Let

∂Lep
∂Z:,h

∂Lep
(0)
∂W:,h

(0)

) + B:,h − η

∂Lep
(0)

.

be the gradient of Lep with respect to Z:,h . By the chain rule (i.e.,

∂Lep ∂Z:,h
∂Z:,h ∂W (0)
:,h

and

∂Lep
(0)

∂B:,h

=

∂Lep ∂Z:,h
∂Z:,h ∂B (0) ),
:,h

(8)

∂B:,h

∂Lep
(0)

∂W:,h

=

Eq. (8) is rewritten as:

Z:,h ← Z:,h − ηGX(GX)T

∂Lep
∂Lep
−η
,
∂Z:,h
∂Z:,h

In order to propagate node embeddings, we design

∂Lep
∂Z:,h

(9)

to express graph convolu-

tion to node embeddings, i.e., the multiplication of a graph filter (γ L̃ − νI) and node
embeddings where γ and ν are scalar parameters:
∂Lep
= (γ L̃ − νI)Z:,h .
∂Z:,h
By using Eq. (10), the third term in Eq. (9) updates Z as follows:
X
Zjh
Zih ← (ν − γ)Zih + γ
√ p .
d
i dj
j∈Γ(i)

(10)

(11)

The update rule of Eq. (11) corresponds to a single hop propagation of node embeddings
Z. The first and second terms in the update rule work as propagating node embeddings
from a node and its neighbors to the node itself.5 Therefore, ANEPN propagates node
embeddings in multiple hops by iteratively applying the update rule instead of stacking
many layers including parameters, e.g., weight matrices. As a result, ANEPN can utilize
high-order relations by increasing the number of iterations t while keeping the number
of the parameters constant.
4
5

We ignore max(·,0) since we remove it later (see Section 3.4).
From the aspect of node embedding propagation, the update rule in Eq. (11) has a similar effect
to the GCN propagation rule in Eq. (5).
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Derivation of EPL We derive EPL Lep by integrating both sides in Eq (10):
Z
Lep (γ, ν) = (γ L̃ − νI)Z:,h dZ:,h .

(12)

Eq. (12) shows a general form of embedding propagation loss, which is parameterized
by the propagation weights (γ and ν) in graph convolution. This equation suggests
that we can have several variations of EPL by assigning the scalar parameters γ and
ν. As an example, we consider a smoothness loss, which measures the smoothness of
embeddings between adjacent nodes; it corresponds to the smoothness used in [27,7].
Specifically, by assigning ν to

Lep =

T
2Z:,h
Z:,h
T Z
2
H(Z:,h
:,h )

and γ to

T
2Z:,h
L̃Z:,h
T Z
2,
H(Z:,h
:,h )

we have:

H,N,N
1 X
Ẑih
Ẑjh
Aij ( √ − p )2 ,
2H
d
dj
i
h,i,j=1

(13)

Z

where Ẑ:,h = ||Z:,h
. By minimizing EPL (smoothness), the node embeddings become
:,h ||
smoother, i.e., structurally near nodes on a graph have more similar embeddings. We
use this variation of EPL in our experiments. It is our future work to investigate other
variations.
3.2

Anti-Smoothness Loss

To avoid over-smoothing of node embeddings, we introduce Anti-Smoothness Loss
(ASL) which increases the smoothness of embeddings between structurally distant
nodes so that the nodes have dissimilar node embeddings. We refer to the smoothness
of embeddings between structurally distant nodes as anti-smoothness. It is defined as
the sum of distances between embeddings of structurally distant nodes as follows:
H,N,N
Ẑih
1 X
Ẑjh
Āij ( p − q )2 ,
¯
2H
di
d¯j
h,i,j=1

(14)

P
where d¯i =
j Āij . In Eq. (14), Ā = J − A where Jij = 0 when i = j, and
Jij = 1 otherwise. Ā is a negative edge matrix expressed with virtual edges between
structurally distant nodes. In order to reduce computational cost, we under-sample 2E
negative edges from Ā where E is the number of edges in A by following [16], since
the number of negative edges in Ā is very large. For simplification, we adopt random
uniform sampling6 . Replacing Ā with the sampled negative edge matrix Āsam , we
formulate ASL function as follows:
Lasm = max(µ−

H,N,N
1 X sam Ẑih Ẑjh 2
Āij ( p − q ) , 0).
2H
d¯i
d¯
h,i,j=1

6

(15)

j

We remove negative edges between nodes with one or more common neighbors from sampling
because those nodes are considered to be structurally close to each other [19,21].
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Algorithm 1 ANEPN
Input: attributed graph G = {A, X, T }, number of sampled negative edge Ē = 2E, increasing
step ∆α, interval of increasing Tint , iteration to pre-train Tp , maximum iteration Tmax ,
number of patience for training stop patience
Output: predicted class labels Y
1: ### Parameter initialization and Pre-process ###
2: α ← 0
B coefficient for EPL and ASL
3: pat count ← 0
B Patience count for training stop
4: X̄ ← G2 X
B pre-smoothing
5: Āsam ← negative edge sampling(A,Ē)
6: ### Pre-training ###
7: for t from 1 to Tp do
8:
Z ← X̄W (0) + B (0)
9:
Y ← softmax(ZW (1) + B (1) )
10:
loss ← Lce
11:
Update parameters (W (0) , B (0) , W (1) , B (1) )
12: ### Training ###
13: for t from Tp to Tmax do
14:
Z ← X̄W (0) + B (0)
15:
Y ← softmax(ZW (1) + B (1) )
16:
if t%Tint == 0 then
17:
α+ = ∆α
18:
if VR(t) (Z, Y ) ≤ VR(t−1) (Z, Y ) then
19:
pat count+ = 1
20:
if patience == pat count then
21:
break
22:
loss ← Lce + αLep + αLasm
23:
Update parameters (W (0) , B (0) , W (1) , B (1) )
24: return Y

In Eq. (15), to ensure that ASL is positive value, we introduce a margin parameter µ
indicating the degree of the anti-smoothness and use max(·, 0) by utilizing the idea
used in [10]. We use the same coefficient both for EPL and ASL by assigning β = α
(see Eq. (7)), since these losses adversarially work to each other [9].
3.3

Adaptive Propagation Control

To adaptively control the number of iterations t, i.e., the number of propagation hops in
semi-supervised node classification, we introduce a metric to evaluate predicted class
labels. This metric is beneficial in particular when labeled data size is small, since it
does not use given labels. We can adaptively control t based on the metric, depending
on input graphs.
To introduce the metric, we employ the idea of Siamese Network [6], which proposes a metric learning. Our idea is that we select the appropriate number of propagation
hops by leveraging class variance used in Siamese Network. It minimizes within-class
variance of node embeddings (i.e., the sum of squared distances between embeddings
of nodes with the same class labels) and maximizes between-classes variance of node
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embeddings (i.e., the sum of squared
P distances between embeddings of nodes with dif1
ferent class labels). Let m = P
i Zi,: denote the average vector of embeddings of
N
all nodes. Besides, mq = N1q i∈Cq Zi,: denote the average vector of embeddings of
nodes in class Cq , where Nq is the number of nodes in class Cq . By using node embedding Z and predicted labels Y , we define the within-class variance as trace Tr(Wc ) of
the within-class variance matrix Wc ∈ RN ×N as follows:
C X
X
Tr(Wc ) = Tr(
(Zi,; − mq )T (Zi,: − mq )).

(16)

q=1i∈Cq

Similarly, we define the between-classes variance as trace Tr(Bc ) of the betweenclasses variance matrix Bc ∈ RN ×N as follows:
Tr(Bc ) = Tr(

C
X

Nq (mq − m)T (mq − m)).

(17)

q=1

Finally, by extending the Calinski-Harabasz index [4], which is a clustering performance metric, we define the metric to evaluate all node embeddings and predicted labels
as ratio of the above two variances:
VR(Z, Y ) =

N −C
Tr(Bc )
×
Tr(Wc )
C −1

(18)

We adaptively control the number of iterations t so that VR(Z, Y ) is higher. To
improve classification accuracy, we also control the coefficient α of two additional
losses, EPL and ASL. In the proposed approach, we iteratively increment t and the
coefficient α, and compute VR(t) (Z, Y ), which is VR(Z, Y ) with respect to t, in
each iteration. If the variance ratio is smaller than that in previous iteration, i.e., if
VR(t) (Z, Y ) ≤ VR(t−1) (Z, Y ), we increment patience count p by 1. Then, we stop
the iteration if p equals a given patience q. By using patience as in early stopping, we
can avoid stopping the iteration when the variance ratio unexpectedly decreases.
3.4

Architecture of ANEPN

We change the architecture of the two-layer GCN [12] to improve classification performance. First, we remove max(·, 0) in the hidden layer (see Eq. (3)) since the function
could lead to the over-smoothing [17]. Second, because node embeddings are propagated by using EPL, we move the graph filter G in the output layer (see Eq. (4)) into
the hidden layer as follows:
Z = G2 XW (0) + B (0) ,

(19)

Y = softmax(ZW (1) + B (1) ).

(20)

− 21

− 12

used in [12] may not appropriately filter
Third, since the graph filter G = D̃ ÃD̃
out noises, we adopt the optimal low-pass filter G = I − 12 L̃ used in [27] to filter out
noises in the feature matrix.
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Table 2: Dataset statistics
Dataset #Nodes #Edges #Features #Classes
Cora
2708 5429
Citeseer 3312 4732
Pubmed 19717 44338

1433
3703
500

7
6
3

We show the algorithm of ANEPN in Algorithm 1. First, we initialize the parameters, filter the feature matrix, and obtain the sampled negative edge matrix (lines 1-5).
In order to prevent ANEPN from using randomly initialized embeddings, we pre-train
the parameters {W (0) , B (0) , W (1) , B (1) } in ANEPN by using only cross entropy loss
(lines 6-11). After pre-training, we increase the coefficient α with an interval of Tint
(lines 16-17) and evaluate the variance ratio by using embedding Z and predicted labels
Y (lines 18-19), in addition to training of parameters (lines 14-15 and 22-23). Finally,
ANEPN outputs the predicted class labels (line 24).
In Algorithm 1, the complexity of the filtering of the feature matrix is in O(EF ).
The complexity of negative edge sampling is in O(Ed), where d is the average degree
over all nodes. In the training of ANEPN, the complexity of the feed-forward is in
O(F HC). In addition, ANEPN requires the calculations of EPL, ASL, and the variance
ratio. Those complexities are in O(EH), O(EH), and O(N H), respectively. Thus,
the overall time complexity of ANEPN is in O(t(F HC + EH) + EF ), where we
assume that E is larger than N since real-world graphs often follow such assumption.
Therefore, ANEPN is more efficient than GCN: its complexity O(tEF HC) [12].

4

Experiments

We design this section to answer the following five questions; Q1: Does ANEPN outperform existing approaches in the term of accuracy?, Q2: Does ANEPN outperform
existing approaches in the term of efficiency?, Q3: Is ASL effective to avoid oversmoothing?, Q4: Does ANEPN appropriately control the number of propagation hops?,
and Q5: How does the margin parameter µ affect accuracy and variance ratio? Q6: How
do EPL and ASL affect node embeddings?
4.1

Settings

By following the settings in [18], we use three datasets of attributed graphs: Cora, Citeseer, and Pubmed. Cora, Citeseer, and Pubmed are citation networks, in which the nodes
and edges represent publications and citations, respectively. The nodes in Cora and Citeseer are associated with binary word vectors, and they in Pubmed are associated with
tf-idf weighted word vectors. Publications in Cora, Citeseer and Pubmed are categorized by the research sub-fields. See Ref. [13] for more details.
We compare the proposed approach against ten state-of-the-art competitors. Label propagation (LP) [29] propagates labels on a graph. Graph Convolutional Network
(GCN) [12] and Graph Attention Network (GAT) [20] are popular two-layer GCNs.
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Self-training, Co-training, Union, and Intersection [13] incorporate self-training and
co-training into the training of GCN. Multi-Stage Self-Supervised Training Algorithm
(M3S) [18] integrates self-supervised learning with GCN. ALaGCN and ALaGAT [24]
utilize high-order relations by increasing the number of propagation hops. We implement ANEPN with Pytorch7 1.7.0. Our code can be found at https://github.com/
suzu97t/ANEPN
For ANEPN, we use Adam optimizer with a learning rate of 0.01 and set hidden
layer size to 64 and weight decay to 5e-4 by following the same setting to [20]. For other
our original parameters, we set margin µ, increasing step ∆α, interval of increasing
Ti , iteration to pre-train Tp , maximum iteration Tmax , and patience for training stop
patience to 1, 0.05, 10, 50, 500, and 10, respectively. We tune the above our original
parameters so that we stop training the model when the variance ratio is the highest. For
competitors, we follow the settings used in each original paper.
For each run, we randomly split nodes into a small set for training, and a set with
1000 samples for testing. By following the settings used in [18], we test our approach
and competitors under 0.5%, 1%, 2%, 3%, 4% label rates on Cora and Citeseer, and
0.03%, 0.05%, 0.1% label rates on Pubmed.

Table 3: Test accuracy (%) on Cora, Citeseer and Pubmed, where bold numbers indicate the best
results. Gain-GCN and Gain-SOTA represent the difference between the results of our approach
and GCN, and that between the results of our approach and the best results in competitors.
Label rate

0.5% 1%

LP
GCN
GAT
Self-training
Co-training
Union
Intersection
M3S
ALaGCN
ALaGAT

54.3
44.5
41.1
55.4
50.1
45.7
48.7
59.9
57.9
48.2

60.1
59.8
50.2
62.5
60.3
57.3
60.9
66.7
66.7
62.4

Cora
Citeseer
Pubmed
2% 3% 4% 0.5% 1% 2% 3% 4% 0.03% 0.05% 0.1%
64.0
68.7
54.2
73.0
69.5
72.5
73.0
75.8
73.7
73.5

65.3
74.4
60.3
76.4
76.2
76.3
77.3
77.4
74.6
75.0

66.5
77.0
77.0
79.1
77.8
77.2
79.8
79.2
78.5
77.3

37.7
43.6
40.1
48.4
39.5
41.2
49.1
54.2
41.0
38.4

42.0
47.4
46.2
59.5
53.2
52.9
60.1
62.7
49.7
52.3

44.2
61.7
62.8
65.4
63.5
62.7
63.7
66.2
59.3
58.6

45.7
66.8
67.0
66.0
66.6
65.6
68.3
69.8
63.5
66.7

46.3
68.6
68.7
70.2
69.8
68.1
69.4
70.4
67.2
68.4

58.6
45.6
50.2
58.7
53.3
47.2
49.2
57.0
57.1
56.8

ANEPN (ours) 66.1 73.2 77.6 78.3 79.9 60.5 64.8 68.8 70.5 71.0 60.8
Gain-GCN
Gain-SOTA

4.2

61.9
55.0
53.0
59.2
59.2
59.1
54.1
62.9
63.0
62.4

66.9
64.9
60.5
66.6
63.4
66.3
69.7
68.4
71.4
69.3

69.5 71.4

+21.6 +13.4 +8.9 +3.9 +2.9 +16.9 +17.4 +7.1 +3.7 +2.4 +15.2 +14.5 +6.5
+6.2 +6.5 +1.8 +0.9 +0.1 +6.3 +2.1 +2.6 +0.7 +0.6 +2.1 +6.5 +0.0

Results

Node Classification (Q1) Table 3 shows the classification results, where the results are
averaged over 10 runs. ANEPN consistently outperforms all competitors in all the cases.
7
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Table 4: Training time (second)
Dataset
LP
GCN
GAT
Self-training
Co-training
Union
Intersection
M3S
ALaGCN
ALaGAT
ANEPN (ours)

Cora Citeseer Pubmed
0.0063 0.0063 0.028
0.78
0.80
0.86
2.11
2.22
38.35
1.51
1.54
1.66
1.71
2.46 290.27
2.37
3.25 291.11
2.42
3.23 291.18
3.62
3.73
4.13
126.34 89.80 241.82
50.67 150.39 309.17
0.74
0.69
0.70

Table 5: Ablation study on Cora. “w/o ASL”, “w/o EPL”, and “w/o EPL or ASL” indicate the
variant removing ASL, EPL, and both losses, respectively.
Label rate

Cora
0.5% 1% 2% 3% 4%

ANEPN
w/o ASL
w/o EPL
w/o EPL or ASL
GCN

66.1
39.1
52.6
49.4
44.5

73.2
60.8
63.5
62.6
59.8

77.6
68.2
71.5
70.0
68.7

78.3
75.3
73.0
74.4
74.4

79.9
78.6
73.3
76.2
77.0

Although ALaGCN and ALaGAT utilize high-order relations, ANEPN outperforms
them since it can utilize much more higher-order relations than the approaches. Especially under lower label rates (e.g., 0.5% in Cora and Citeseer, and 0.03% in Pubmed),
ANEPN achieves larger performance gains (see Gain-GCN and Gain-SOTA in Table 3).
This result demonstrates that high-order relations are effective in semi-supervised node
classification since the model can utilize high-order relations in order to predict the
labels of nodes.
Training Time (Q2) In Table 4, we report the training time of each approach on a
single Tesla V100 GPU with 16GB RAM, where the results are averaged over 10
runs. ANEPN finishes the model training faster than other GCN-based approaches
while achieving higher classification accuracy. This result shows that ANEPN efficiently propagates node embeddings than GCNs. Although LP finishes the model training fastest of all approaches, the classification performance is significantly worse than
our approach, as shown in Table 3.
Ablation Study (Q3) We evaluate the effect on classification performance of EPL and
ASL. Table 5 shows the classification results of the variants of ANEPN on Cora. In this

12

Y. Ogawa et al.

(a) Cora

(b) Pubmed

Fig. 1: Test accuracy and variance ratio w.r.t. training iteration

(a) Cora

(b) Citeseer

Fig. 2: Test accuracy and variance ratio w.r.t. margin

table, “w/o ASL”, “w/o EPL”, and “w/o EPL or ASL” indicate the variant removing
ASL, EPL, and both losses, respectively. As shown in Table 5, ANEPN outperforms
other variants in all the cases, which shows that EPL and ASL are effective for classification performance. Especially, compared to “w/o ASL”, this result demonstrates that
ANEPN improves the classification accuracy by avoiding over-smoothing with ASL.
The classification accuracy of “w/o EPL or ASL” is similar to that of GCN since the
loss of “w/o EPL or ASL” and GCN consists only of the cross entropy loss.
Control of Propagation (Q4) We verify that ANEPN appropriately controls the propagation of node embeddings. Figure 1 shows the test accuracy and the variance ratio
with respect to training iteration on Cora and Pubmed, where training stop indicates the
number of iterations on which ANEPN stops the model training. The result on Citeseer
is removed since the training stop iteration is close to that on Cora. Note that, in this experiment, we continue the model training after the training stop. Figure 1 demonstrates
that ANEPN appropriately stops the model training, that is, it controls the propaga-
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(a) t=0

(b) t=50

(c) t=100

(d) w/o ASL

(e) w/o EPL

(f) w/o EPL or ASL
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Fig. 3: Embedding Visualization of ANEPN and three variants. The plots in (a), (b) and (c) indicate node embeddings of ANEPN when the number of iterations t is 0, 50 and 100, respectively.
The plots in (d), (e) and (f) indicate node embeddings of ‘w/o ASL’, ‘w/o EPL’ and ‘w/o EPL or
ASL’, respectively, when t is 100. Node embeddings are colored with the same color when the
nodes have the same class labels.

tion of node embeddings since the test accuracy is close to the best on each graph (see
training stop in Figure 1).
Effect of Margin (Q5) In Figure 2, to evaluate how the margin µ of ASL affects the
accuracy and the variance ratio, we show them with respect to the margin on Cora and
Citeseer. The result on Pubmed is removed since we obtain a similar result on Pubmed.
As shown in Figure 2, when the margin is around 0, the accuracy and the variance
ratio are very low since ASL does not work (due to being always 0) so it causes oversmoothing. The accuracy and the variance ratio are improved as the margin increases
to around 1 since ASL effectively works to avoid over-smoothing. However, when the
margin is relatively large (larger than 1.5 in Figure 2), the accuracy and the variance
ratio decrease since ASL is expected to prevent the propagation of node embeddings by
EPL.
Embedding Visualization (Q6) In order to verify how EPL and ASL affect node embeddings, we visualize the node embeddings on Cora. In Figure 3, we plot the node embeddings in a two-dimensional space by applying a dimensional reduction technique,
t-SNE [15], to the embeddings. The plots in Figure 3(a), (b) and (c) depict the node embeddings of ANEPN when the number of iterations t is before the training stop, 0, 50
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and 100, respectively. The plots in Figure 3(d), (e) and (f) depict the node embeddings
of ‘w/o ASL’, ‘w/o EPL’ and ‘w/o EPL or ASL’ when t is 100. The node embeddings
are colored with the same color when the nodes have the same class label.
Figure 3(a), (b) and (c) reveal that, as t approaches to the training stop, the node
embeddings are learned more appropriately: the nodes with the same class label have
more similar embeddings and those with different class labels have more dissimilar embeddings. Also, observe that the node embeddings in Figure 3(c) are better than those
in Figure 3(d), (e) and (f). In detail, the node embeddings with different class labels are
more clearly separated in (c) than for ‘w/o ASL’ in (d). This clearly indicates that ASL
is effective for avoiding over-smoothing. Next, (e) and (f) reveal that the node embeddings with the same class label are not similar due to not using EPL. To summarize,
these results indicate that ANEPN improves the classification accuracy (see Table 5) by
utilizing both of EPL and ASL.

5
5.1

Related Work
Graph-based semi-supervised learning

Graph-based semi-supervised learning has been a popular research topic. Many classical approaches [29,2,3,1] assume that adjacent nodes tend to have the same label,
which is called cluster assumption [5]. These approaches focus on graph structure, so
they ignore node features. However, real-world graphs (or networks) often contain node
features. Thus, some researchers seek to utilize both graph structure and node features
in order to improve classification accuracy. For example, SemiEmb [22] and Planetoid [25] encode node features to embeddings with neural networks and incorporate
graph structure into the embeddings with a regularizer. On the other hand, graph convolutional networks (GCNs) encode graph structure directly using a neural network
model.
5.2

Graph Convolutional Networks

A two-layer GCN [12] is a standard GCN model. Recently, many variants of GCN have
been developed, including Graph Attention Networks [20], Multi-Stage Self-Supervised
Training Algorithm [18]. Most GCN models, including the above GCNs models, do not
utilize high-order relations due to the two-layer architecture. However, if we simply
stack many layers in order to utilize high-order relations, GCNs with many layers suffer from three drawbacks: over-fitting, over-smoothing, and the difficulty in selecting
the appropriate number of propagation hops.
ALaGCN proposed by Xie et.al can utilize high-order relations by increasing the
number of propagation hops [24]. In addition, ALaGCN adaptively controls the number
of propagation hops. However, it propagates node embeddings to neighbors only within
ten hops since too many graph convolutions cause over-smoothing. On the other hand,
ANEPN can propagate node embeddings to neighbors within more than ten hops, e.g.,
around 100 hops on Cora (see Section 4), since our approach avoids over-smoothing.
Adaptive Graph Convolution (AGC) [27] also utilizes high-order relations and controls the number of propagation hops. However, we cannot apply this approach to semisupervised classification task since AGC is an approach only for graph clustering task.
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Conclusion

In this paper, we argued that most GCNs do not utilize high-order relations between
nodes. Although GCNs with many layers can utilize the high-order relations, the GCNs
suffer from three drawbacks: over-fitting, over-smoothing, and the difficulty in selecting the appropriate number of propagation hops. To address the above drawbacks, we
proposed ANEPN which effectively utilizes the high-order relations. By using EPL and
ASL, ANEPN can propagate node embeddings to neighbors within many hops without suffering from over-fitting and over-smoothing. Furthermore, ANEPN controls the
number of propagation hops based on the variance ratio that evaluates predicted class labels. The experimental results demonstrate that ANEPN is effective for semi-supervised
node classification.
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