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Abstract. Federated Learning (FL) generates a single global model via
collaborating distributed clients without leaking data privacy. However,
the statistical heterogeneity of non-iid data across clients poses a funda-
mental challenge to the model personalization process of each client. Our
significant observation is that the newly downloaded global model from
the server may perform poorly on local clients, while it could become
better after adequate personalization steps. Inspired by this, we advo-
cate that the hard-won personalized model in each communication round
should be rationally exploited, while standard FL methods directly over-
write the previous personalized models. Specifically, we propose a novel
concept named “inHerited Private Model” (HPM) for each local client
as a temporal ensembling of its historical personalized models and ex-
ploit it to supervise the personalization process in the next global round.
We explore various types of knowledge transfer to facilitate the person-
alization process. We provide both theoretical analysis and abundant
experimental studies to verify the superiorities of our algorithm.

1 Introduction

Federated Learning (FL) [17, 23, 6] has been proposed as an efficient decentral-
ized training method under data privacy constraints. In FL, clients’ data are
not permitted to send out, and only models or parameters could be transmitted.
Usually, FL contains two fundamental stages: personalization and aggregation.
During personalization, a small subset of clients download the global model,
which is referred to as the “newly downloaded model”, and then personalize it on
their private data to obtain the “personalized model”; during aggregation, the
server receives the personalized models from these clients and aggregates them.
A global communication round contains these two stages, and amounts of rounds
will be taken until convergence. FL faces many challenges [17, 12]. The statis-
tical heterogeneity caused by the non-iid data among clients could dispel the
clients’ incentive to participate in FL, because the globally aggregated model
may be worse than the locally trained model [26, 9]. Hence, it is necessary to
design effective personalization strategies in non-iid scenes.
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Fig. 1. Motivation: the local performance degradation in the beginning of FedAvg. The
y-axis shows the local loss. We draw the curves of client A and B without overlapping
for better visualization. The local losses of θt+1 are higher than θ̂At and θ̂Bt .

As the most standard FL algorithm, FedAvg [17] aims to generate a single
global model, which is hard to capture heterogeneous local distributions simul-
taneously. An empirical observation in FedAvg is that the newly downloaded
global model could perform poorly on local data. As shown in Fig. 1, during the
personalization stage of the tth global round, two clients first finetune the global
model θt according to their own data distributions and obtain personalized mod-
els θ̂At , θ̂Bt respectively. During aggregation, the server collects the personalized

models and takes a direct parameter averaging as θt+1 ← (θ̂At + θ̂Bt )/2. At the
beginning of the next global round, the aggretated model θt+1 may perform
worse than the last personalized models correspondingly.

We apply FedAvg to several FL benchmarks, i.e., Cifar10-100-5, Cifar100-
100-20, and FeMnist. For each scene, we take several groups of hyper-parameters,
varying the local epoch E, the client selection ratio Q, and the learning rate η.
The details of benchmarks and hyper-parameters can be found in Sect. 4.1. The
performance measures could be found in Sect. 3.1. The observations are shown in
Fig. 2. In each personalization stage, we first record the local test accuracy of the
newly downloaded model (marked by “x”). Then, we personalize this model and
record the personalized model’s performance (marked by subsequent “+”). We
can observe that the local performances will improve during the personalization
(the solid segments), while the newly downloaded models’ performances could
be much worse than the last personalized model (the dotted segments). This
conforms to the motivation in Fig. 1.

A fundamental problem here is that the hard-won personalized models are
directly overwritten by the newly downloaded global model, and the clients have
to personalize the global model from scratch in a new round. On one hand, in the
tth round, only a fraction of clients St could be selected for personalization due
to stragglers in FL. The tth aggregation will take the average of personalized
models from St. In the (t+1)th round, another subset of clients will be selected.
If c ∈ St+1 but c /∈ St, it is manifest that the aggregated model from St may
perform worse on c due to the distribution shift. On the other hand, even we
could select all clients, such as in cross-silo FL scenes [6], the data heterogeneity
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Fig. 2. Observation: the local performance degradation in FedAvg on three FL bench-
marks. In each curve, marker “x” and “+” show the performances of the newly down-
loaded model and the personalized model, respectively. The performances will degrade
a lot once receiving the newly downloaded model and overwriting the last personalized
model (the dotted segments).

still induces the performance degradation as shown in Fig. 2 when Q = 1.0.
To solve this, we propose a novel concept named “inHerited Private Model”
(HPM) to keep the moving average of historical personalized models in each
client and utilize it to supervise the newly downloaded model in next round.
We denote our algorithm as “Federated Personalization with inHerited Private
models” (FedPHP) and briefly introduce it with three progressive explanations:
(1) HPM is a novel kind of private-shared models in FL; (2) it keeps and transfers
the historical valuable personalized knowledge to the newly downloaded global
model; (3) it takes advantage of temporal ensembling, leading to better and
stable personalization results. The illustration can be found in Fig. 3.

2 Related Works

Private-Shared Models for Federated Personalization. The major incen-
tive of clients to participate in FL is to obtain better models with limited data
or computation budget [16, 9]. Simultaneously keeping private components on
local clients is a natural solution for effective personalization. FedPer [1] splits
models into base and personalization layers and only aggregates the transferable
base layers; FedL2G [14] keeps representation learning private to learn useful and
compact features for heterogeneous tasks; FedFu [25] fuses the features extracted
by the fixed global model into the local models as a feature-level rectification;
FLDA [19] directly combines a complete local private model and the global model
as a mixture-of-experts for per-user domain adaptation. Although the specific
problems solved by these methods are slightly different, they can all be regarded
as variants of private-shared models for FL, where only the shared components
participate in the aggregation procedure. These methods do not explicitly ex-
ploit the knowledge transfer between shared and private models, which may be
less effective in some special FL cases. FedDML [20] also takes a similar architec-
ture as FLDA, while it additionally uses knowledge distillation [5] to share the
knowledge between private and shared models. However, the private model will
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not benefit a lot from the shared model via the distillation from an immature
teacher (i.e., the newly downloaded aggregated model). In contrast, we let each
client inherit the historical hard-won personalized models as the private model
(HPM), which are utilized to facilitate personalization in the subsequent stages.
Stable FL with Constraints. Heterogeneous data often leads to diverged
solutions during personalization, making global aggregation harder [27]. Vari-
ous constraints are proposed when personalizing the downloaded model. Fed-
Prox [12] limits the parameters of personalized models to stay close with the
global model via a proximal term; FedCurv [21] avoids catastrophic forgetting
via elastic weight consolidation; FedMMD [24] aims to mitigate the feature dis-
crepancy between local and global models. In FL with amounts of clients, only
selecting a subset of clients in each round is a solution to stragglers due to com-
munication delay or computation limitation. However, this introduces additional
randomness and slows the convergence. Similar to SGD, whose randomness is
mainly resulted from batch data sampling and can be mitigated with momen-
tum, updating global model with momentum can accelerate the convergence in
FL, e.g., Scaffold [7]. Although these methods can partly lead to stable updates
in FL, they do not take advantage of the hard-won personalized models and are
almost proposed for better aggregation. Different from them, we propose Fed-
PHP to enhance the personalization ability of local clients and aim to obtain
better personalization performances compared with these related FL methods.

3 Our Methods

Suppose we have K distributed clients, and each client has a local data distri-
bution Dk = Pk(x, y). The kth client has the optimization target:

min
θk

F k(θk) , E(xk,yk)∼Dk

[
`
(
f(xk; θk), yk

)]
, (1)

where f(·; θk) is the prediction function based on parameters θk, f(xk; ·) returns
the “logits” before softmax operation, and ` (·, ·) is the loss function, e.g., the
softmax cross-entropy loss. Owing to lack of enough labeled data, individually
training could not generate well-performed models. Standard FL algorithms, e.g.,
FedAvg [17], collaborate local clients via: minθ

∑K
k=1 pkF

k(θ), where pk is often
set as nk/

∑
k nk and nk is the number of samples on the kth client. This can

be solved by rounds of personalization and aggregation stages. We denote θkt as
the model parameters of the kth client in tth global round. Without additional
declaration, we omit the superscript “k” and use θt to represent the global
parameters on the server.

During the personalization stage in tth round, a subset of clients St is se-
lected, and the selected clients download the global model, i.e., θkt ← θt for
k ∈ St, and train this model with private data. Formally, for a data batch{

(xki , y
k
i )
}B
i=1

, the empirical loss according to Eq. 1 is calculated as:

L
(
θkt
)

=
1

B

B∑
i=1

`
(
f(xki ; θkt ), yki

)
, (2)
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Fig. 3. Illustration of the proposed FedPHP. Each client stores the hard-won person-
alized models via moving average, i.e., the “inHerited Private Model” (HPM). During
subsequent personalization stages, HPM could transfer the historical personalization
knowledge to the newly downloaded model.

where B is the batch size. Then θkt can be personalized with deep learning opti-

mization methods, e.g., SGD with momentum. We denote as θ̂kt the personalized
model. During aggregation, the server collects these personalized models and
takes a parameter averaging as: θt+1 ←

∑
k∈St

1
|St| θ̂

k
t . Iteratively, the global

model θt+1 will be sent to another subset of clients for next round of personal-
ization and aggregation. For the local clients, the received θkt ← θt, θ

k
t+1 ← θt+1

are called as newly downloaded models. In FedAvg, we can observe that the per-
sonalized model θ̂kt is directly overwritten by the θt+1, and the local client has
to personalize θt+1 from scratch.

3.1 Empirical Observation and Goal

In FedAvg, the newly downloaded global model may perform poorly on local
test data. We have a local test set {(xki , yki )}mk

i=1 with mk samples on the kth
client. Formally, we denote as

Acck (θ) ,
1

mk

mk∑
i=1

I
{
f(xki ; θ), yki

}
(3)

the local test accuracy of kth client, where I{·, ·} returns 1 if the prediction is
right and 0 otherwise. Empirically, a performance degradation appears at the
beginning of (t+ 1)th personalization stage:

δkt , Acck (θt+1)−Acck
(
θ̂kt

)
< 0. (4)

That is, the previous personalized model could be better than the newly down-
loaded global model as illustrated and shown in Fig. 1 and Fig. 2.

Due to the performance degradation, each client has to personalize the newly
downloaded models from scratch, leading to slower convergence. Our goal is to
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Algorithm 1 FedPHP

HyperParameters (partial): Q: client selection ratio; T : maximum number of com-
munication rounds; E: number of local epochs; B: batch size
Return: θs,T+1: the final aggregated global model; {θkp,T+1}Kk=1: the HPM for each
local client
ServerProcedure:

1: for global round t = 0, 1, 2, . . . , T do
2: St ← sample max(Q ·K, 1) clients
3: for k ∈ St do
4: θ̂ks,t ← ClientProcedure(k, θs,t)
5: end for
6: θs,t+1 ←

∑
k∈St

1
|St| θ̂

k
s,t

7: end for

ClientProcedure(k, θs,t):

1: θks,t ← θs,t
2: for local epoch e = 1, 2, . . . , E do

3: for each batch
{(

xk
i , y

k
i

)}B
i=1

sampled from Dk do
4: Calculate loss as in Eq. 10
5: Update θks,t using, e.g., SGD with momentum
6: end for
7: end for
8: Denote the personalized model as θ̂ks,t
9: θkp,t+1 ← (1− µk

t )θ̂ks,t + µk
t θ

k
p,t

10: Adjust µk
t as in Sect. 3.2

11: Return: θ̂ks,t

accelerate the personalization in FL. Specifically, we record the local test accuracy
(Eq. 3) of the personalized model in each personalization stage and report the

mean accuracy averaged among selected clients, i.e., 1
|St|

∑|St|
k=1 Acc

k
(
θ̂kt

)
, as the

personalization performance.

3.2 Inherited Private Models

Inspired by the empirical observation, we aim to preserve the previously hard-
won personalized model on each client as private models. Specifically, we divide
the whole model parameters into the global shared parameters θs and private pa-
rameters for local clients {θkp}Kk=1. Different from existing private-shared models
for FL, we mainly exploit the private model for preservation of historical hard-
won personalized models, and name it as “inHerited Private Model” (HPM). In
contrast, the selected clients download the global model and directly overwrite
the hard-won personalized models in FedAvg.

Formally, at the beginning of the tth personalization stage, the clients down-
load the global shared model: θks,t ← θs,t and obtain the personalized model

θ̂ks,t. The specific personalization process will be introduced later. At the end, we



FedPHP: Federated Personalization with Inherited Private Models 7

update the HPM via:

θkp,t+1 ← (1− µkt )θ̂ks,t + µkt θ
k
p,t, (5)

which keeps a moving average of historical personalized models. µkt ∈ [0, 1] is
the momentum term for the kth client. When µkt = 0, the HPM only keeps the
current personalized model; when µkt = 1, the HPM degenerates into an indepen-
dent private model. Because only a fraction of clients are selected in each round,
the update frequency and learning speed of local clients are slightly distinct.
Hence, the momentum should be client-specific and dynamically adjusted. We
assign a counter zkt as the number of times that the kth client has been selected.
If k ∈ St, then zkt = zkt−1 + 1. Then we linearly set µkt = µ ∗ zkt /(Q ∗ T ), where
Q is the client selection ratio, T is the maximum number of global rounds, and
Q ∗ T denotes the expected times of being selected. µ is the macro momentum
that controls the change of µkt , and we take µ = 0.9 in this paper by default.
Finally, we limit µkt in a range of [0, 1]. We will verify several possible ways to
adjust µkt in experimental studies, i.e., Sect. 4.3.

3.3 FedPHP

With the observation in Fig. 2 and Eq. 4, the HPM commonly perform better
than the newly downloaded model. Hence, we exploit the HPM to supervise the
personalization process of the newly downloaded model. As categorized in trans-
fer learning [18], what to transfer refers to the specific content of the knowledge,
which could be the outputs, features, or parameters. Hence, we explore several
specific forms of knowledge transfer. For a specific sample xki , we denote the out-
puts of θks,t and θkp,t as gs,i and gp,i, respectively; and their intermediate features
as hs,i and hp,i, respectively. The outputs are “logits” without softmax, while
the intermediate features are d-dimension vectors extracted by an extractor. We
omit the index of k and t for simplification.

First, we could transfer the knowledge contained in the outputs. The knowl-
edge distillation [5] could be utilized to enhance the information transfer via:

Lkd

(
θks,t
)

= τ2
1

B

B∑
i=1

DKL (σ(gp,i/τ)||σ(gs,i/τ)) , (6)

where DKL refers to the KL-divergence, σ(·) is the softmax operation, and τ is
the temperature. Different from FedDML [20], we take an asymmetric distillation
way and view the HPM as the teacher. We can also transfer the knowledge
contained in the intermediate features. We can take a simple L2 regularization
or a maximum mean discrepancy (MMD) [3] to align the feature distributions:

Ll2

(
θks,t
)

=
1

2B

B∑
i=1

‖hs,i − hp,i‖22, (7)

Lmmd

(
θks,t
)

=

∥∥∥∥∥ 1

B

B∑
i=1

Φ(hs,i)−
1

B

B∑
i=1

Φ(hp,i)

∥∥∥∥∥
2

H

, (8)
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where Φ(·) is a feature map induced by a specific kernel function, i.e., k(hi,hj) =
〈Φ(hi), Φ(hj)〉. We use multiple Gaussian kernels with different bandwidths as
in [15]. Finally, we can also transfer the knowledge directly from the parameters
as in [12, 13]:

Lprox

(
θks,t
)

=
∥∥θks,t − θkp,t∥∥22 . (9)

With these types of knowledge transfer, and combined with Eq. 2, the total
personalization loss is denoted as:

Ltotal

(
θks,t
)

= (1− λ)L
(
θks,t
)

+ λLkt

(
θks,t
)
, (10)

where Lkt could be Lkd, Lmmd, Ll2, or Lprox.
We will investigate these types of knowledge transfer and the coefficient λ in

our experimental studies, i.e., Sect. 4.3. During the whole personalization stage,
we only utilize HPM to facilitate the learning process of θks,t and do not update
the HPM, which is efficient to implement. Once the personalization ends, we
update the HPM as in Eq. 5. The illustration of FedPHP is shown in Fig. 3, and
the complete pseudo-code of FedPHP is in Algo. 1.

3.4 Discussion

A Novel Private-Shared Model in FL. Our proposed HPM can be viewed as
a novel way to keep private models on local clients, which is majorly motivated
by the empirical observation in Fig. 2. We take advantage of historical hard-
won personalized models in each client and fully exploit them in subsequent
personalization stages.
A Different Type of Regularization. As in previous FL studies [12, 24, 21],
restricting the personalized model not go far away from the newly downloaded
model is a natural solution to obtain stable FL. However, they are designed
to make the aggregation more stable without considering personalization. Our
proposed FedPHP takes a novel regularization way, utilizing the HPM to improve
the personalization.
Temporal Ensembling and Mean Teacher. The moving average in Eq. 5
is inherently one type of temporal ensembling [10]. Utilizing the model (1 −
µkt )θ̂ks,t + µkt θ

k
p,t to supervise the learning process of θks,t+1 in next round works

similarly as the self-ensembling and mean teacher in [22], which could lead to
stable and better results.

3.5 Theoretical Analysis

We provide a macroscopic analysis of the failure in FedAvg and the advantages
of FedPHP. Similar to FedBoost [4], we utilize the Bregman Divergence BF as
the loss function and assume that F is strictly convex and BF is jointly convex.
The loss of the kth client is BF

(
Dk||hk

)
= F (Dk)−F (hk)−

〈
∇F (hk),Dk − hk

〉
,

where hk is the learned estimator with a little abuse of notations. As shown in
FedBoost [4], FedAvg aims to minimize a uniform combination of local losses:



FedPHP: Federated Personalization with Inherited Private Models 9

200 400 600 800

Global Round

0.2

0.4

0.6

0.8

0.9

P
er

on
al

iz
ed

A
cc

u
ra

cy

FedAvg

NoFed

FedPer

FedLG

FLDA

FedFu

FedMMD

FedProx

FedDML

Scaffold

FedPHP

(a) Cifar10-100-5
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Fig. 4. Performance comparisons of the proposed FedPHP with previous FL methods.
FedPHP could obtain faster convergence and better personalization results.

arg minh
∑K
k=1 pkBF

(
Dk||h

)
, and the optimal solution is h∗ = Dg, where Dg ,∑K

k=1 pkDk is the global distribution. Directly applying this solution to local
clients leads to a loss BF

(
Dk||Dg

)
, which could be very large due to non-iid data.

This theoretically explains the major observation that the newly downloaded
model performs poorly on local clients.
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(a) Cifar10-100-5 (TFCNN)
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Fig. 5. Performance comparisons on various settings.The (a) and (b) take another base
model (i.e., TFCNN) for Cifar10-100-5 and Cifar100-100-20, respectively. The (c) takes
a cross-silo FL scene, i.e., Cifar100-20-5. The (d) takes the Shakespeare benchmark.
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With a combination of private and shared models: hk = (1−α)hs +αhkp, the
local loss function on the kth client is:

BF
(
Dk||hk

)
≤ (1− α)BF

(
Dk||hs

)
+ αBF

(
Dk||hkp

)
,

implying that the personalization error of local clients is bounded by two com-
ponents: the error of shared model with a shrinkage factor 1 − α, α ∈ [0, 1];
the error of private models. The updated HPM in the tth round is actually an
interpolation as: hkp,t+1 = (1− α)ĥks,t + αhkp,t, with α = µkt . We also have:

BF
(
Dk||hkp,t+1

)
≤ (1− α)BF

(
Dk||ĥks,t

)
+ αBF

(
Dk||hkp,t

)
,

which bounds the personalization error via two components: BF

(
Dk||ĥks,t

)
de-

notes the error of after personalizing hks,t, which can be smaller thanBF
(
Dk||hks,t

)
with appropriate fine-tuning; BF

(
Dk||hkp,t

)
denotes the error of the tth HPM,

which can be deduced similarly to the (t − 1)th round. To be brief, the macro-
scopic theoretical analysis shows that HPM is a special kind of private-shared
model that can inherit the historical personalized models’ ability, leading to
smaller personalization errors.

Table 1. Statistical information of the investigated benchmarks.

K C Loc.C No.Tr No.Te K C Loc.C No.Tr No.Te

C10-100-5 100 10 5 400 100 C100-100-20 100 100 20 400 100

FeMnist 3550 62 62 181 45

C100-20-5 20 100 5 2k 500 Shakespeare 1129 81 81 2994 749

4 Experiments

4.1 Scenes and Basic Settings

We verify the superiorities of FedPHP on several non-iid scenes: Cifar10-100-
5, Cifar100-100-20, FeMnist. The Cifar10-100-5 is constructed via distributing
the Cifar10 dataset [8] onto 100 clients according to labels, where each client
only could observe 5 classes, and each client owns 400/100 samples for train-
ing/testing. Similarly, for Cifar100-100-20, it is constructed by distributing Ci-
far100 dataset [8] onto 100 clients, where each client only observes 20 classes.
Such partitions can also be found in previous works [27, 11]. FeMnist is the
benchmark recommended by LEAF [2], which is to classify the mixture of digits
and characters with data from 3550 writers. We resize the images in FeMnist
into 28 × 28 ones. We list the detailed statistics in Tab. 1, which shows the
number of clients K, the number of total classes C, the number of seen classes
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of each local client on average Loc.C, the number of local training samples for
training/testing on average No.Tr/No.Te. For Cifar10-100-5 and Cifar100-100-
20, we take T = 1000 as the number of global rounds, E = 2 as the number of
local epochs, B = 64 as the batch size, Q = 0.1 as the client selection ratio. We
use VGG11 without BN in PyTorch3 as the base model. For FeMnist, we take
T = 1000, E = 10, B = 50, Q = 0.01, and utilize the model with two convolu-
tional layers and two fully-connected layers as in LEAF [2]. We use SGD with
momentum 0.9 as optimizer and a constant learning rate η = 0.03 for Cifar10-
100-5 and Cifar100-100-20, η = 4e−3 for FeMnist. We take the features fed into
the fully-connected layer as the intermediate features. For FedPHP, we use the
MMD regularization as in Eq. 8 with λ = 0.01 for Cifar10-100-5 and Cifar100-
100-20, and λ = 0.1 for FeMnist, as in Eq. 10. We only take the predictions from
the HPM, i.e., θkp,t+1, to calculate the personalization accuracy. Our compari-
son methods can be divided into four categories: individual training (denoted
as NoFed) and FedAvg [17]; existing FL methods with private-shared models:
FedPer [1], FedL2G [14], FedFu [25], FLDA [19], and FedDML [20]; FL methods
with constraints: FedProx [12], FedMMD [24]; FL aggregation with momentum:
SCAFFOLD [7].
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Fig. 6. Comparisons of δkt (Eq. 4) with existing FL methods. FedPHP could omit the
local performance degradation with δkt being nearly zero.

4.2 Experimental Results

We record the personalized models’ local test accuracy as the personalization per-
formance as introduced in Sect. 3.1. The personalized accuracy curves are plotted
in Fig. 4. We can find that FedPHP can obtain the best performances. NoFed
obtains the worst performance due to few local data. FedPer [1] and FedLG [14]
also perform worse due to the possible feature mismatch between the downloaded
shared model and the private model. Compared with FedAvg [17], FedMMD [24]
leads to slightly faster convergence on Cifar100-100-20, while FLDA [19] could
obtain higher personalization performance when converged. Other methods per-
form similarly. We can find that our methods could surpass the compared meth-
ods with a large margin, which is exciting and inspiring.

3 https://pytorch.org/docs/stable/torchvision/models.html
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To further verify the superiorities of our methods, we vary several settings.
First, we want to explore whether the improvement is related to the used net-
work. We apply the TFCNN (Tensorflow CNN)4 used in FedAvg [17] to Cifar10-
100-5 and Cifar100-100-20. Then, we vary the number of clients and construct a
cross-silo FL scene [6]. Specifically, we distribute the Cifar100 dataset [8] onto 20
clients with disjoint classes, i.e., with each client owning 5 classes. We denote this
scene as Cifar100-20-5. For this scene, we use VGG11 again as the base model
and select all clients in each round, i.e., Q = 1.0. We also investigate another
benchmark recommended by LEAF [2], i.e., Shakespeare. It is a next-character
prediction task and contains 1129 clients. We take the CharLSTM model used
in FedAvg [17], and set Q = 0.01, η = 1.47, E = 2, and B = 10. For this scene,
we only compare parts of previous methods due to computation limitation.

The results are shown in Fig. 5. From Fig. 5 (a) and (b), we can deduce that
our proposed FedPHP is robust to the base models. However, FedPHP could con-
verge slower on Cifar100-20-5 than most of the compared methods. This results
from two reasons. First, in this scene, each client owns 2000 training samples
with 400 samples for each class. It is enough for the compared FL methods to
train a well-performed model on local clients, e.g., even NoFed could perform
better at the beginning. Second, the models are updated quickly initially, and
the possibly induced high variance could make the models to be interpolated
distinct significantly. Hence, the averaged model may perform worse at the be-
ginning. However, FedPHP could still converge to a higher result as in Fig. 5 (c).
Similarly, on Shakespeare, each client can almost have 3000 training samples on
each local client. Also, these may be closely related to the specific FL task.

Then we compare the change of δkt (Eq. 4) during the learning process on the
three benchmarks, which is shown in Fig. 6. Most of the compared methods will
experience the local performance degradation on these benchmarks, i.e., negative
δkt . However, FedPHP could make δkt nearly zero, which omits the degradation
when personalization.

4.3 Ablation Studies

As introduced in Sect. 3.3, the knowledge transfer from the HPM to the newly
downloaded model could have various types and could be applied with different
levels of forces with various λ. Hence, we first explore the comparisons of these
types of knowledge and the settings of λ ∈ {0.0, 0.001, 0.01, 0.1}. We compare
the performances on Cifar100-100-20 and FeMnist. The results are shown in
Fig. 7. To show the convergence speed, we report both the personalization per-
formance around the 200th round and the 1000th round, denoted as “Begin” and
“End”, respectively. The types of knowledge transfer, i.e., the “KD”, “MMD”,
“L2”, and “Prox”, are shown along with the x-axis. The y-axis shows the λ. For
better comparison, we also report the corresponding best accuracy of the com-
pared methods in Fig. 4, which is listed in the “[]”. On Cifar100-100-20, “MMD”
could effectively accelerate the convergence speed at the beginning, and these

4 https://www.tensorflow.org/tutorials/images/cnn
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Fig. 7. Ablation studies on the types of knowledge transfer and the coefficient λ
(Eq. 10). “Begin” means the average performance around the round t = 200; “End”
means the final converged performance, averaged across the last 10 rounds’ results.
The number in “[]” denotes the best performance of the compared methods in Fig. 4.

types of knowledge transfer perform nearly equally when converged. On FeM-
nist, the knowledge transfer does not impact the personalization significantly,
while the coefficient λ influences the results a lot. Anyway, these settings could
almost nearly obtain better results than the compared methods, which verifies
the superiorities of FedPHP again. Additionally, utilizing “MMD” to align fea-
ture distributions between the HPM and the newly downloaded model should
be prioritized for a novel FL non-iid scene.

Table 2. Comparisons on various ways of adjusting the momentum, i.e., µk
t in Eq. 5.

Begin End

Mu-A Mu-B Mu-C Mu-A Mu-B Mu-C

Cifar10-100-5 80.35 70.24 79.24 91.04 84.37 85.56
Cifar100-100-20 46.60 11.82 30.45 72.46 47.67 59.81
FeMnist 72.53 58.92 62.88 77.73 69.87 71.29

For the momentum in Eq. 5, we can take several settings. The first is the
client-specific dynamically adjusted way as introduced in Sect. 3.2. Second, we
could also take a global µ, i.e., setting µkt = µ,∀t ∈ [1, T ], k ∈ St. We set µ = 0.9
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for comparison. Third, we take a dynamically adjusted way with all clients in St
share the same µkt = µt = t/T . We denote these three settings as Mu-A, Mu-B,
and Mu-C, respectively. Then we utilize “MMD” as the knowledge transfer by
default and list the performances of these three adjusting ways in Tab. 2. We can
obviously find that the utilized client-specific adjusted way performs the best.
The global fixed momentum will degrade the performances a lot. Although the
dynamically adjusted way performs slightly better than the fixed one, it does not
take specific momentum for different local clients. Hence, we suggest taking the
Mu-A (Sect. 3.2) to obtain a client-specific dynamically adjusted momentum.
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Fig. 8. Comparisons of personalization accuracies with different inference methods on
local clients.

The final question that we want to explore is the inference method with the
HPM. For each client, we can only use the HPM to predict, i.e., the θkp,t, which
is used in the above experiments by default. However, we could also use the
personalized model to make predictions, i.e., θ̂ks,t. Also, we could ensemble their
predictions via an averaging of their returned probability vectors. We show these
performances as in Fig. 8. We can find that the performances of the personal-
ized models could not reach the performance of the HPM on Cifar10-100-5 and
Cifar100-100-20, while they could perform similarly on FeMnist. These result
from two reasons. First, Cifar10-100-5 and Cifar100-100-20 take a larger client
selection ratio Q = 0.1, where the HPM could be updated 100 times on average,
while FeMnist takes Q = 0.01 and the HPM is updated not so frequently. Hence,
the performance gap will be enlarged on Cifar10-100-5 and Cifar100-100-20. This
may also be related to the natural property of these benchmarks. Anyway, we
only take the predictions from the HPM in FedPHP.

5 Conclusion

Based on an empirical observation that the newly downloaded model in FedAvg
could perform poorly and the hard-won personalized models in previous rounds
are overwritten, we propose a novel concept named “inHerited Private Model”
(HPM) to keep the historical valuable personalization knowledge in FL. Specifi-
cally, we take a moving average of personalized models on each client and exploit
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them to supervise the newly-downloaded model in the next global round. Our
proposed FedPHP possesses the advantage of temporal ensembling, leading to
better and stable performances. We advocate our work’s main contribution is
the exploitation of historical hard-won personalized models on local clients. We
also explore various types of knowledge transfer and find that aligning feature
distributions via MMD performs better. Searching for other advanced techniques
to better exploit the hard-won personalized models are future works.
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Vepakomma, P., Wang, J., Xiong, L., Xu, Z., Yang, Q., Yu, F.X., Yu, H., Zhao, S.:
Advances and open problems in federated learning. CoRR abs/1912.04977 (2019)

7. Karimireddy, S.P., Kale, S., Mohri, M., Reddi, S.J., Stich, S.U., Suresh, A.T.: SCAF-
FOLD: stochastic controlled averaging for federated learning. In: Proceedings of the
37th International Conference on Machine Learning. pp. 5132-5143 (2020)

8. Krizhevsky, A.: Learning multiple layers of features from tiny images (2012)

9. Kulkarni, V., Kulkarni, M., Pant, A.: Survey of personalization techniques for fed-
erated learning. CoRR abs/2003.08673 (2020)



16 Li and Zhan et al.

10. Laine, S., Aila, T.: Temporal ensembling for semi-supervised learning. In: 5th In-
ternational Conference on Learning Representations (2017)

11. Li, D., Wang, J.: FedMD: Heterogenous federated learning via model distillation.
CoRR abs/1910.03581 (2019)

12. Li, T., Sahu, A.K., Zaheer, M., Sanjabi, M., Talwalkar, A., Smith, V.: Federated
optimization in heterogeneous networks. In: Proceedings of Machine Learning and
Systems (2020)

13. Li, X., Grandvalet, Y., Davoine, F.: Explicit inductive bias for transfer learning
with convolutional networks. In: Proceedings of the 35th International Conference
on Machine Learning. vol. 80, pp. 2830-2839 (2018)

14. Liang, P.P., Liu, T., Liu, Z., Salakhutdinov, R., Morency, L.: Think locally, act glob-
ally: Federated learning with local and global representations. CoRR abs/2001.01523
(2020)

15. Long, M., Cao, Y., Wang, J., Jordan, M.I.: Learning transferable features with
deep adaptation networks. In: Proceedings of the 32nd International Conference on
Machine Learning. vol. 37, pp. 97-105 (2015)

16. Mansour, Y., Mohri, M., Ro, J., Suresh, A.T.: Three approaches for personalization
with applications to federated learning. CoRR abs/2002.10619 (2020)

17. McMahan, B., Moore, E., Ramage, D., Hampson, S., y Arcas, B.A.:
Communication-efficient learning of deep networks from decentralized data. In: Pro-
ceedings of the 20th International Conference on Artificial Intelligence and Statis-
tics. pp. 1273-1282 (2017)

18. Pan, S.J., Yang, Q.: A survey on transfer learning. IEEE Transactions on Knowl-
edge and Data Engineering 22(10), 1345-1359 (2010)

19. Peterson, D., Kanani, P., Marathe, V.J.: Private federated learning with domain
adaptation. CoRR abs/1912.06733 (2019)

20. Shen, T., Zhang, J., Jia, X., Zhang, F., Huang, G., Zhou, P., Wu, F., Wu, C.:
Federated mutual learning. CoRR abs/2006.16765 (2020)

21. Shoham, N., Avidor, T., Keren, A., Israel, N., Benditkis, D., Mor-Yosef, L.,
Zeitak, I.: Overcoming forgetting in federated learning on non-iid data. CoRR
abs/1910.07796 (2019)

22. Tarvainen, A., Valpola, H.: Mean teachers are better role models: Weight-averaged
consistency targets improve semi-supervised deep learning results. In: 5th Interna-
tional Conference on Learning Representations (2017)

23. Yang, Q., Liu, Y., Chen, T., Tong, Y.: Federated machine learning: Concept and
applications. ACM TIST 10(2), 12:1-12:19 (2019)

24. Yao, X., Huang, C., Sun, L.: Two-stream federated learning: Reduce the com-
munication costs. In: IEEE Visual Communications and Image Processing. pp. 1-4
(2018)

25. Yao, X., Huang, T.,Wu, C., Zhang, R., Sun, L.: Towards faster and better federated
learning: A feature fusion approach. In: IEEE International Conference on Image
Processing. pp. 175-179 (2019)

26. Yu, T., Bagdasaryan, E., Shmatikov, V.: Salvaging federated learning by local
adaptation. CoRR abs/2002.04758 (2020)

27. Zhao, Y., Li, M., Lai, L., Suda, N., Civin, D., Chandra, V.: Federated learning
with non-iid data. CoRR abs/1806.00582 (2018)


