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Abstract. A key challenge in skeleton-based hand gesture recognition is
the fact that a gesture can often be performed in several different ways,
with each consisting of its own configuration of poses and their spatio-
temporal dependencies. This leads us to define a spatio-temporal network
model that explicitly characterizes these internal configurations of poses
and their local spatio-temporal dependencies. The model introduces a
latent vector variable from the coordinates embedding to characterize
these unique fine-grained configurations among joints of a particular hand
gesture. Furthermore, an attention scorer is devised to exchange joint-pose
information in the encoder structure, and as a result, all local spatio-
temporal dependencies are globally consistent. Empirical evaluations on
two benchmark datasets and one in-house dataset suggest our approach
significantly outperforms the state-of-the-art methods.

Keywords: Hand gesture recognition · Skeleton data · Spatio-temporal
dependency · Feature consistency.

1 Introduction

Hand gesture recognition has become an active research field, given its role in
facilitating a broad range of applications in human-computer interaction such
as touchless interfaces [13] and human behavior understanding [12].Computer
vision-based approaches have been at the forefront of this field. In particular,
current techniques are becoming mature to recognize static hand poses from
3D skeleton collection devices like the Leap Motion Controller. Compared with
RGB-D images, skeleton-based approaches have the advantages of smaller data
size, leading to less computational costs, and are robust to complex phenomena
such as variable lighting effects and occlusions.For example, hand poses like grasp
can be collected by depth sensors with their 3D skeleton data recording the
locations of hand joints. Such pose consists of a fixed number of hand bones and
joints and can be inferred from a single video frame.

The main focus of this paper is on dynamic hand gesture recognition, where
a gesture is a collection of spatio-temporally related hand poses, with each being
detected in a single frame. However, a key challenge in hand gesture recognition
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is the fact that a hand gesture can often be performed in several different ways,
with each consisting of its own configuration of poses and their spatio-temporal
dependencies. For instance, it is found that there are 17 different hand shapes
to perform a grasp [8]. In addition, individuals often possess diverse styles of
performing the same hand gestures, and consequently, it is rather challenge
to manage similar or intricate relations with skeleton data that only involves
simple coordinate information. Accordingly, understanding hand gestures requires
not only the detection of hand poses, but also the interpretation of their rich
spatio-temporal dependencies. That is to say, a dynamic hand gesture recognition
model should capture inherent structures associated with individual poses as well
as their spatio-temporal dependencies.

Despite being a very challenging problem, in recent years there has been a
rapid growth of interest in modeling and recognizing articulated hand gestures.
Traditional approaches have gained attention in recent years for addressing
hand gesture recognition problems. These approaches are often rich in modeling
internal relations among poses by leveraging expert knowledge about kinematics
and employing hand-crafted features of 3D joint positions like Fisher Vector [5],
SPD matrices [18], joint distances [23] to characterize gesture sequences. These
approaches have the advantages of being semantically clear, logically elegant,
and reusable. However, these manually encoded features need to be carefully
defined by domain experts, which could be rather difficult to scale up and is
almost impossible for many practical scenarios where spatio-temporal relations
among poses are intricate. In addition, they can only manage the connections
between joints but often ignore the useful information from a single joint, and as
a result, it would be fairly limited to build a unified model for representing these
various features.

On the other hand, the most popular modeling paradigm might be that of
the deep neural networks, which include techniques such as recurrent neural
network (RNN), long short-term memory model (LSTM) and gated recurrent
unit (GRU). Due to the capacity of generating high-level semantic features in the
latent space, it is not surprising that these neural network-based models generally
surpass their conventional counterparts that only consider utilizing joint-level
information by a large margin. However, they have difficulties in capturing rich
fine-grained (low-level or joint-level) spatial relationships among joints [11]. In
fact, these models mostly focus on coarse-grained (high-level or pose-level) spatial
information (e.g. taking all the joints as a whole in a pose and describing their
relations between two adjacent frames on pose level), ignoring internal joint
dependency within a single frame and external joint relations among different
frames. As a result, only spatial relations associated with entire hand can be
sufficiently captured. They often cannot distinguish between two similar gestures
like grab and pinch, which only differ in the degrees of bending of the fingers,
as illustrated in Fig. 1. Moreover, most of the existing approaches adopt shake
gesture, which only repeats a fixed style of regular movements, to demonstrate
their superiority on dynamic recognition. However, we found these models can
only perform well on such simple gestures but not others (e.g. Danbian in Tai Chi
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gestures, which contains complex grasping and rotating movements), especially
for the gestures with complicate discipline.

(a) Grab (b) Pinch (c) Shake (d) Danbian

Fig. 1. Visualization of different skeleton-based hand gestures. Note that Danbian is a
Tai Chi gesture from our in-house dataset TaiChi2021 collected by ourself.

To address the above issues in hand gesture recognition, we present a skeleton-
based spatio-temporal network to explicitly model the skeletal context of spatio-
temporal relations. In particular, our approach considers a principled way of
dealing with the inherit structural variability in hand gestures. Briefly speaking,
to describe an articulated hand, we first propose to introduce a set of latent
vector variables, named coordinates embedding, to represent several separate
kinematic locations of hand joints. Now each resulting vector from the coordinates
embedding representation contains its unique set of high-level poses together
with their low-level joint features of spatial information. To fully characterize a
certain cluster of instances that possess similar hand gestures and their spatio-
temporal dependencies, a spatio-temporal network is devised to encode the spatial
relationships along with the temporal relations. Specifically, a unit variable that
represents a joint in a frame is updated by exchanging information with other
unit variables from the same frame and different frames, allowing our model
to manage both spatial and temporal dependencies among joints from various
frames. In addition, an attention scorer is incorporated into the units in each
layer to capture pose-level spatio-temporal relations, and subsequently it ensures
feature consistency between the high-level pose space and the low-level joint space
without loss of their internal spacial relations. In this way, our network-based
approach is more capable of characterizing the inherit spatio-temporal structural
variability in hand gestures when compared to existing methods, which is also
verified during empirical evaluations on two publicly-available datasets and one
in-house dataset (Tai Chi gestures) collected by ourselves, which will be detailed
in later sections.

2 Related Work

2.1 Hand Pose and Gesture Representation

There are typically three categories to represent hand poses and gestures: sensor-
based representation, RGB-based representation and skeleton-based represen-
tation. We refer the interested readers to the excellent literatures [14, 20] for



4 X. Li et al.

the first two approaches. Here we mainly focus on skeleton-based representation,
which has attracted a lot of attentions owing to its robustness against viewpoint
change and the geometric description of rigid body. Such representation regards
skeleton as a set of independent joint points with 3D coordinates to represent a
hand pose. Besides, gesture representation is also very important that it should
effectively capture the spatio-temporal dynamic characteristics of joints from a
collection of time-ordered coordinates. Three most common methods are Euler
angle representation, unit quaternion representation and manifold-based repre-
sentation. However, they suffers from their unique challenges: the Euler angle
representation is subjected to non-intrinsic singularity or gimbal lock issue, which
leads to numerical and analytical difficulty; the unit quaternions approach leads
to singularity-free parametrization of rotation matrices, but at the cost of one
additional parameter; and the manifold-based approaches such as Lie group-
based representation was found that their relative geometry provides a more
sensible description compared to absolute locations of one joint. Moreover, most
of existing approaches are specifically designed for human body representation,
which is hard to deploy in hand scenarios where the structure of hand joints
cannot be duplicated directly from that of full body. This inspires us to employ
the coordinates embedding to describe an articulated hand to retain its skeletal
location restrictions on hand joints.

2.2 Hand Gesture Recognition

Many studies focus on encoding input motion sequences to characterize the
kinematic features for enhancing hand gesture recognition. As aforementioned in
the introduction section, conventional approaches such as SVM and HMM [1, 5, 9]
need to be handcrafted from domain knowledge. Therefore, deep neural networks
are commonly used to detect motions in recent years. RNN-based approaches
were widely implemented for motion modeling, which were adopted to capture
the temporal features. Chen et al. [2] used bidirectional LSTM to model hand
motion features (rotation and translation),while Maghoumi et al. [16] chose GRU
to directly process raw skeleton data for gesture recognition. However, neither
of them takes into account the spatio-temporal connections between joints, and
they are computationally expensive and difficult for parallel computing due
to the sequential structure of RNN. In such cases CNN-based methods like
STA-Res-TCN [10] are introduced to address such issues of managing spatial
relationship and improving the training speed for skeleton-based gesture recogni-
tion. DD-Net [23] employs 1D CNN with two embedded features (one between
joint points and one between frames, both of which require manual calculation)
without considering the connection between various joints on different frames.
Liu et al. [15] combines 3D CNN and 2D CNN to characterize spatial and
temporal features for hand poses and movements separately, but neglects the
connection between the two features. TCN, a variant of CNN, is used to capture
the spatio-temporal relationship in skeleton data [10]. All of these models are
capable of handling coarse-grained spatial relationships, but unfortunately they
are weak in maintaining fine-grained spatial information sufficiently. To fully
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exploiting spatio-temporal features, geometric deep learning such as manifolds
and graphs [17, 22] is applied to skeleton-based gesture recognition. DG-STA [3]
constructs a fully-connected graph from the hand skeleton, representing the
spatio-temporal relations by connecting the joint points in the same frame and
between adjacent frames. ST-TS-HGR-NET [17] uses SPD matrices to represent
temporal relationships of hand joints in the graph. However, these approaches
are limited to capture the local spatio-temporal features of joints interactively
among different frames. To address the problems in these models (as mentioned
in the introduction section), we present the spatio-temporal network to explicitly
capture the inherent structural varieties of skeleton motions with spatio-temporal
dependencies.

3 Problem Formulation

3.1 Definition

Give a dataset D of M samples from a set of C hand gestures, a spatio-temporal
neural network is constructed with respect to the spatial and temporal relations
among low-level joints and high-level poses. Each sample is a sequence of T
frames measured in time and spaced at uniform time intervals. In the field of
skeleton-based hand gesture recognition, it is usually described as a sequence
of hand poses in ordered frames, with each being consisting of a collection of
hand joints’ position information (such as 3D Cartesian coordinates) at a certain
frame. Formally, given a sample of hand gesture g =< pt|t = 1, 2, . . . , T >, a
pose pt is associated with a certain joints’ configuration of the hand skeleton at
the t-th frame, which is composed of the 3D coordinates of joints. We denote it
as pt = {jtn|n = 1, 2, . . . , N}, where jtn is a 3-dimensional vector representing
the 3D coordinates of the n-th joint at the t-th frame, i.e., jtn = [xtn, ytn, ztn].
N is the number of joints, and here, N = 22 in hand skeleton.

3.2 Embedding Representation for Skeletal Data

It is hardly to represent the spatial relations directly within a joint by only
using such simple and raw 3-dimensional coordinates. To further characterize
the internal spatial features of a hand joint, there are typically two types of
embedding representations, i.e., interaction embedding, where interactive relations
between any two coordinates of a joint are embedded into the skeleton-based
feature space, thereby describing local spatial dependencies of the coordinates in
the same joint at a certain frame such as xtn⊕ytn (⊕ refers to a binary operation
such as addition, subtraction, multiplication), and polynomial embedding, which
may simply power the feature to form a new one, e.g., x2tn and x3tn, or to further
complicate the matter,

∑∞
i,j,k=0 θijkx

i
tny

j
tnz

k
tn (θ is a constant parameter).

However, these two embedding representations suffer from catastrophic error
degradation when the raw coordinates exists bias. They will exaggerate such
errors, and thus they are not robust to hand motion drifts, which often occurs
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in skeleton-based hand gesture recognition. Furthermore, their new generated
features are built though the joint compensation of the effects of all monomials
or polynomials of different order, and because these are unbounded, a slight
deviation over that range will surely break such joint compensation and some
term will dominate over the other, leading to rapid deviation, which is unsuitable
for extrapolation. In addition, the number of monomials and their composition
mechanisms should be manually formulated, which is impractical in the scenarios
of complex hand gesture recognition. This inspires us to introduce in what follows
a novel embedding representation, named coordinates embedding, which can be
automatically learned through a spatio-temporal neural network defined in the
next section.
Coordinates Embedding. Different from other embedding representations,
our approach aims to map the three-dimensional coordinates of a joint into
a higher-dimensional vector in a simple but effective way, rather than merely
increasing the number of features. Formally, the coordinates embedding maps
each jtn into a latent vector of size λ, as defined as follows:

ĵtn = W(0) × jtn + B(0) =

w1x w1y w1z

...
...

...
wλx wλy wλz

 ·
xtnytn
ztn

 +

b1...
bλ

 , (1)

where W(0) is a weight matrix of size 3λ, and B(0) is a bias vector of size λ. ĵtn is
the new coordinates embedding features of the joint n at the frame t, which can
fully characterize the internal spatial dependencies on the low-level coordinates
in any joint. In the end, the skeleton are mapped to a series of coordinates
embedding vectors: Ĵ = [̂j11, ĵ12, . . . , ĵ1N , . . . , ĵT1, ĵT2, . . . , ĵTN ].

In this way, all the generated features can form a joint network-based feature
space that describes a unique hand gesture. This inspires us to present in what
follows a spatio-temporal model where these joint-pose feature-based networks
can be systematically constructed to characterize the hand gestures of interests.

4 Our Model

It is known that the spatio-temporal relations of joint-pose dependencies can be
described by an encoder-decoder structure in hand gesture recognition. Given a
hand gesture sample consisting of a sequence of poses g =< p1,p2, . . . ,pT >, the
spatio-temporal relationship among various joints in the same frame or among
different frames can be characterized by leveraging the coordinates embedding in
our encoder-classifier structure, which a spatio-temporal neural network that can
be divided into two parts: a spatio-temporal feature encoder and a network-based
classifier, as illustrated in Fig. 2. In summary, we employ the feature encoder to
map both the raw skeletal data J and its corresponding coordinates embedding
Ĵ into a unified spatio-temporal feature space that characterizes gesture motions.
It is also worth noting that an attention scorer is incorporated to ensure feature
consistency between the high-level pose space and the low-level joint space. As
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Fig. 2. The framework of our approach.

for decoder, a simple network-based classifier is constructed with a collection of
2D convolutional layers and fully-connected layers.

4.1 Spatio-Temporal Feature Encoder

We argue that encoding raw skeletal data and their corresponding embedded
data should facilitate learning a certain of information in their own latent space
simultaneously. To this end, our model contains two streams that maintain
their respective private features separately. Without loss of generality, we define
a gesture sample g contains N joints in a time frame, with each joint being
composed of a K-dimensional vector (e.g., K = 3 for raw data, and K = λ
for embedded data). It is worth noting that the private feature space can be
easily extended to other embedding data such as interaction embedding and
polynomial embedding in our model. For the convenience of understanding, g
can be regarded as an image of size T ×N ×K, where K is considered as the
number of channels. An element at location (t, n, k) in the image refers to the
data point of joint n at frame t with the k-th information about the gesture.
For each private encoder, our model divides the feature encoding procedure into
two stages, namely, spatial feature encoding which discovers the interactions of
adjacent joints within a certain frame, and spatio-temporal feature encoding which
explicitly captures the temporal connections of spatial features among successive
frames, and as a result can learn the fined-grained (or joint-level) features of the
gesture g.

Spatial Feature Encoding. In this stage, we encode the spatial relations
among adjacent joints in each frame to form a spatial feature map. In details,
take the raw feature space as an example, the feature map of raw skeletal data
is denoted by R, which has T frames, with each containing N spatial states,
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i.e., the spatial relations among U adjacent joints ( 1 < U ≤ N). Formally,
R = {Rt,n|t = 1, . . . , T ;n = 1, . . . , N}, where Rt,n = {rt,n,k|k = 1, 2, . . . ,K} is
K-dimensional vector representing the spatial state of the joint n at the frame t.
Its element rt,n,k ∈ R can be calculated as follows:

rt,n,k = Jt,n,U ∗W
(11)
k =

U∑
i=1

K∑
j=1

jt,n−1+i,j × w(11)
k,i,j , (2)

where ∗ means the convolutional product. Jt,n,U is a U × K matrix of the
coordinates from the n-th joint to the (n+U − 1)-th joint at the t-th frame, and

W
(11)
k is a filtering matrix of size U×K. Similarly, in the embedded feature space,

the feature map of spatial states is denoted by R̂, where r̂t,n,k = Ĵt,n,U ∗W
(12)
k .

It is worth mentioning that to keep the same shape as the skeletal data (i.e.,
N×T×K) in these new feature maps, we set all the coordinates data Jt,n−1+i,j =

0 or Ĵt,n−1+i,j = 0 when n− 1 + i > N .

Fig. 3. Illustration of dataflows that update spatial feature states and spatio-temporal
feature states in our model. The spatial state Rt,n is updated by exchanging information
with the states of multiple joints (blue dashed line), while the spatio-temporal state
Qt,n is updated according to multiple spatial states Rt,n in different time frames (red
dashed line).

Spatio-Temporal Feature Encoding. To further capture the spatio-temporal
relations among joints from different frames, we continue to generate the spatio-
temporal feature map based on the spatial feature map. It maps the spatial
states into a spatio-temporal space of N spatial relations among V adjacent
joints (1 < V ≤ N) in H successive frames (1 < H ≤ T ) over all the T frames.
We call such features as spatio-temporal states. Mathematically, Q = {Qt,n|t =
1, . . . , T ;n = 1, . . . , N}, where Qt,n = {qt,n,k|k = 1, . . . ,K}, representing the
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spatio-temporal states of joint n at frame t. In details, qt,n,k is computed by:

qt,n,k = Rt,n,V ∗W
(21)
k =

H∑
h=1

V∑
i=1

K∑
j=1

rt−1+h,2n−2+i,j × w(21)
k,h,i,j , (3)

where Rt,n,V is a H×V ×K matrix of the spatial states indicating the V adjacent

joints among the H successive frames in R, and W
(21)
k is a filtering matrix of

size H × V ×K. Likewise, we can also obtain the spatio-temporal feature map

in embedded feature space denoted by Q̂, where q̂t,n,k = R̂t,n,V ∗W
(22)
k .

4.2 Attention Scorer

It is straightforward to obtain final features by adding an attention mechanism,
which can capture long-term dependencies during our encoding process. We con-
sider the pyramid contextual attention from PEN-Net [24], which uses attention
at different joints. However, it is computationally expensive to calculate attention
scores of feature states for all the joints. Inspired by DG-STA [3], we further
adopt a shared attention scores to reduce the computational cost.

To reduce the number of trainable parameters and interchange the features
between raw data and embedded data, we combine Q in the raw feature space and
Q̂ in the embedded feature space by defining a feature weight matrix. Specifically,
a scoring function is designed to calculate the attention weight of each spatio-
temporal state in the raw skeletal feature map Q to determine the importance of
each state, thereby obtaining the feature weight matrix of T ×N , represented by
A = {at,n|t = 1, . . . , T ;n = 1, . . . , N}, with each at,n being calculated as follows:

at,n =
1

1 + e−
∑K

k=1(w
(3)
k ×qt,n,k+b

(3)
k )

, (4)

where w
(3)
k ∈W(3) is the weight parameter for the k-th channel and b

(3)
k ∈ B(3)

is the bias.
By adhering to the principle that the importance of features will be enlarged

or reduced by weight, we combine the embedded feature maps with the feature
weight matrix to get a final spatio-temporal feature map M that is capable
of highlighting the most critical features with a shape of T × N × K. Here,
M = {mt,n,k|t = 1, . . . , T ;n = 1, . . . , N ; k = 1, . . . ,K}, where

mt,n,k = q̂t,n,k × at,n. (5)

In this way, the shared space generated by the attention scorer ensures feature
consistency between the raw skeleton space and the embedded coordinate space
without loss of their internal spacial relations at joint level.

4.3 Network-Based Classifier

Now we are ready to build a dynamic hand gesture recognition classifier by
treating these encoded feature maps as new inputs. In particular, during the
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training stage, we put all the generated features together to form a joint skeleton-
based feature space. Within this joint skeleton-based feature space, each sample
g from the c-th type of hand gesture in the training set can be represented by a
feature map of size T ×N ×K, and each entry in the feature map represents a
spatio-temporal weight value of the corresponding joint at a certain frame. Since
neural network-based models are capable of learning high-level (or pose-level)
spatial information, we can feed these low-level (or joint-level) feature maps
into any appropriate network-based models for the recognition task. Here we
train a simple neural network model as shown in Fig. 2, which consists of two
convolutional blocks and one fully-connected block to achieve the tasks of hand
gesture recognition. In our model, global average pooling and global maximum
pooling are respectively used and concatenated to regularize the entire network
structure to prevent overfitting.

For simplicity, we choose categorical cross-entropy as the loss function which
is commonly used during network training:

Loss(ϕ, ϕ̂) = −
C∑
c=1

ϕc · log ϕ̂c, (6)

where C is the number of classes, ϕ is the ground truth and ϕ̂ is the prediction.
Finally, the parameters W = {W(0),W(11),W(12),W(21),W(22),W(3),W(4),
B(0),B(3)} in our encoder-classifier model can be estimated by optimizing the
following objective over the dataset D:

Ŵ = arg min
W,D

Loss(ϕ, ϕ̂), (7)

where W(4) is the parameters in the network-based classifier. There are probably
a number of (2U + 2V H + 1)K2 + 5K training parameters on W, which is
acceptable for dynamic hand gesture in practice.

5 Experiments

5.1 Datasets and Preprocessing

Three skeleton-based hand gesture datasets are considered in our experiments,
including two publicly-available benchmark datasets and one in-house dataset on
Tai Chi gestures collected by ourselves.
DHG14/28 [5]. This publicly-available dataset contains 2, 800 samples, includ-
ing 14 gestures. Each gesture is performed five times in two finger configurations
by 20 participants, and thus it can also be divided into 28 categories to discrimi-
nate such fine-grained finger gestures. We applied the same leave-one-subject-out
training as that in [3, 5, 17] for fair comparison.
SHREC2017 [6]. It consists of 14 hand gestures performed by 28 individuals
with a number of 2, 800 samples in two ways: using one finger, or the whole hand.
The ratio of training and testing sequences is 7 : 3.
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TaiChi2021. To our best knowledge, the two above mentioned datasets are so
far the only ones publicly available for the field of skeleton-based hand gesture
recognition. In particular, the instances of these gestures are relatively simple
without considering the fine-grained joint-level actions. To this end, we propose
a new dataset about Tai Chi gestures on Leapmotion, which is an ongoing effort,
and at the moment it contains 3, 600 annotated samples of nine gestures per-
formed by 10 participants (five males and five females) on 20 hand joints. Each
gesture is performed 20 runs by each participant with each hand. Considering
the difference between left-hand and right-hand actions, the dataset was divided
into 18 categories in our experiment. The ratio of training and testing sequences
is 7 : 3.

5.2 Experimental Set-Ups and Baselines

Our model is implemented by Keras with backend of Tensorflow. It is optimized
by Adam optimizer (β1 = 0.9 and β2 = 0.999) with the learning rate of 1× 10−3

and the step size of e−0.1 on one GeForce GTX 750Ti GPU. We set the hyper-
parameters T = 32, λ = 32, U = 3, V = 9 and H = 3. The batch size is fixed
to 256. All the skeletal sequences are resampled with the same length of T by
employing median filtering.

The classification performance of our model is compared 2 conventional
methods and 13 network-based methods. For fair comparison, we did not apply
any data augmentation or pre-trained weights to boost the performance. Accuracy
is employed as the evaluation metric, which is computed as the proportion of
true results among the total number of samples.

5.3 Comparison Results on Publicly-Available Datasets

Table 1 depicts the comparison results with Accuracy. Our model clearly outper-
forms the other models with a large margin on all two datasets. This is mainly
due to their abilities to take advantage of the rich spatio-temporal dependency
information among both low-level joints and high-level poses. Notably, although
network-based models such as GCN family encode spatio-temporal information,
during training they neglect all the low-level relations among joints at the same
frame and among different frames. This might explain why STA-GCN performs
slightly better than our model on SHREC2017(14) involving simple spatial re-
lations, but most of such models give much worse performance on 28 gestures
than that on 14 gestures where more complicate relationships are required to
be handled at joint level. Unfortunately, these models are rather limited in
characterizing such fine-grained information.

5.4 Comparisons Results on TaiChi2021

Unlike the two publicly-available datasets, TaiChi2021 dataset is more challenging
due to its stochastic nature which causes difficulties to category its gestures. The
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Table 1. Accuracy comparisons on DHG14/28 and SHREC2017. The percentage in
the bracket shows the accuracy change taken our approach as a baseline. - means not
applicable in this case.

Methods
Accuracy(%)

DHG(14) DHG(28) SHREC(14) SHREC(28)

SoCJ+HoHD+HoWR [5] 83.1(-10.2) 80.0(-11.8) 88.2(-7.1) 81.9(-11.7)
GST+AG [4] 82.5(-10.8) 68.1(-23.7) 88.2(-7.1) 81.9(-11.7)

CNN+LSTM [19] 85.6(-7.7) 81.1(-10.7) - -
MF-RNN [2] 84.6(-8.7) 80.4(-11.4) - -
DPTC [21] 85.8(-7.5) 80.2(-11.6) - -

Res-TCN [10] 86.9(-6.4) 83.6(-8.2) 91.1(-4.2) 87.3(-6.3)
STA-Res-TCN [10] 89.2(-4.1) 85.0(-6.8) 93.6(-1.7) 90.7(-2.9)

P-CNN [7] 91.2(-2.1) 84.3(-7.5) - -
DeepGRU [16] - - 94.5(-0.8) 91.4(-2.2)
ST-GCN [22] 91.2(-2.1) 87.1(-4.7) 92.7(-2.6) 87.7(-5.9)
DG-STA [3] 91.9(-1.4) 88.0(-3.8) 94.4(-0.9) 90.7(-2.9)

ST-TS-HGR-NET [17] 87.3(-6.0) 83.4(-8.4) 94.2(-1.1) 89.4(-4.2)
DD-Net [23] - - 94.6(-0.7) 91.9(-1.7)

STA-GCN [25] 91.5(-1.8) 87.7(-4.1) 95.4(+0.1) 91.8(-1.8)
HPEV-HMM-NET [15] 92.5(-0.8) 88.8(-3.0) 94.8(-0.5) 92.2(-0.7)

Ours 93.3 91.8 95.3 93.6

quantitative results of the comparison with other competing models as well as
the performance of our model on each Tai Chi gestures are reported in Fig. 4. It
can be observed that our model is relative more accurate to distinguish among
these hand gestures than other three competing models. It also can be seen
that our model is faster than other methods on convergence, and consequently
facilitates the training optimization process. For instance, Grasp and Danbian
are more challenging than others because they contain more finger movements
than hand movements. Fortunately, our model can effectively encode fingers’ joint
relations and hand’s pose relations simultaneously. In contrast, other models
encode high-level sequential relations between poses only. In addition, it is clear
that our model performs better than other models on distinguishing between
two similar gestures Rise and Up, which only differ in the bending degrees of
the fingers. This might be that some Tai Chi gestures only change their finger
motions slightly. It can verify our conjecture that our spatio-temporal learning
network can capture these fine-grained changes, but others may suffer from the
similarity indistinguishability issue. Also, we compared the convergence speed
of our model against that of P-CNN as the baseline. For the sake of fairness,
they are trained under the same settings on the parameters such as batch sizes.
Fig. 4(a) shows the comparison results of their performance metrics in the first
100 epochs. It can be seen that our model is faster than other competing models
on convergence, and consequently facilitates the training optimization process.
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(a) Accuracy and convergence speed. (b) Confusion matrix on each gesture.

Fig. 4. Comparisons of the competing methods on TaiChi2021 dataset. The odd (resp.
even) labels indicate left-hand (resp. right-hand) gestures.

5.5 Ablation Study

In this section, we conduct two ablation studies to measure the effectiveness
of the modules in our model. It is worth noting that we show the results on
SHREC2017 here, and the studies from other datasets are not shown due to page
limitation, but similar results are obtained in our experiment.

Coordinates Embedding. We evaluate the effectiveness of coordinates embed-
ding by varying the size of embedded features λ. We used the same parameter
settings depicted in section 5.2. As shown in Fig. 5(a), it is obvious that there
is an improvement in accuracy when λ grows to 32, and a slight decline when
λ is larger than 128. This is mainly because the duration of poses in a gesture
is very short. For instance, Tap, which happens rapidly, are only associated
with a handful of frames. Consequently, the coordinates embedding vector is
overfitted when a large feature size is set, leading to fake relations remained in
the spatio-temporal network, which is harmful to the model training. In addition,
a very large value of λ may result in computational burden.

Attention Mechanism. The attention mechanism is an important structure in
our spatio-temporal feature encoder. We compared our attention scorer against
other three commonly used structures, the difference of which lies in the ways how
to combine spatio-temporal feature map and feature weight matrix, including
multiplication, connection, and addition. Fig. 5(b) reports the comparison results
of average accuracy on all the gestures. It can be found that the multiplication
performs slightly better than other two mechanisms due to its capability of
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Fig. 5. Accuracy comparisons of different settings of our model on SHREC2017.

reducing encoder states Rt,n and Qt,n into attention scores, by applying simple
matrix multiplications. In general, the performance of multiplicative and additive
functions are similar but the multiplicative function is faster and more space-
efficient.

Component Effectiveness. We separately evaluate the effects of different com-
ponents in our network by removing modules or replacing them with conventional
methods. They are evaluated by testing for two types of investigations that
are common with neural network models: coordinates embedding effects (i.e.
remove coordinates embedding features and only remain raw skeletal features)
and encoder component effects (i.e. replace our structured spatio-temporal en-
coder with a näıve CNN of two layers). Table 2 reports the comparison results
on SHREC2017, which can be clearly seen that changing the components may
lead to negative effects on the performance of our model. It is clear that when
removing coordinates embedding features Ĵ, the performance drops faster than
that changing other components. This might be due to the low-level encoding of
fine-grained spatial information in our model. Besides, when using the näıve CNN
encoder, the model gives worse performance than that using our spatio-temporal
decoder, which indicates that our model is more effective to recognize joints,
fingers, and hand gradually than obtaining them at the same time.

Table 2. Investigation of the impact of the components in our model. × refers to no
such component, while

√
means the reservation of it.

No. Embedding Encoder 14-gestures 28-gestures

1 × × 94.8 93.0
2

√
× 95.2 93.2

3 ×
√

95.0 93.3
4

√ √
95.3 93.6
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6 Conclusion

In this paper, we present a spatio-temporal neural network with a coordinates
embedding representation for skeletal data, which can capture the inherit spatial
and temporal varieties of hand gestures at both joint and pose levels simulta-
neously. It is more efficient and flexible than existing methods on hand gesture
recognition. As for future work, we will explore the applications of our model
on raw image videos, and we will consider detecting multiple hand motions
with probabilities and will instead learn a network recognizing gestures under
uncertainty.
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