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Abstract. With the increased demand for connected and autonomous
vehicles, vehicle platoons will play a significant role in the near future,
enhancing traffic efficiency and safety. However, their reliance on wireless
communication channels makes such systems susceptible to a range of
cyber-attacks. An intelligent adversary could target the platoon through
message falsification between vehicles to carry out high-impact attacks.
This would create persistent degradation of platoon stability or even
cause catastrophic collisions. In this paper, we present a novel, end-to-
end attack detection and mitigation framework. We use a deep neural
network as an example anomaly detector tuned to reduce false alarm
rate. We then model the interactions between the imperfect detector,
the intelligent adversary and the defense system as a non-cooperative
security game with imperfect information. In this setting, the adversary
performs a test-time boiling frog attack against the detector. The Nash-
equilibrium solution considers the downstream effects of the test-time
attack, to guide the control system reconfiguration for the vehicles to
mitigate communication-based attacks. The simulations conducted in a
sophisticated simulator demonstrate the potential for real-world online
deployment in a distributed manner. Results show that our approach
outperforms baseline methods by up to 30% in terms of increase of defense
utilities, leading up to 176% increase in minimum inter-vehicle distances
for collision avoidance under attacks.

1 Introduction

Connected and autonomous vehicles have emerged as an extensive and promising
research area over the past two decades [11]. As a closely related topic, vehicular
platooning earns its reputation by providing driver/passenger comfort, improved
energy efficiency, pollution reduction as well as increase of traffic throughput.
The platooning concept involves a group of vehicles travelling in a tightly coupled
manner from an origin to a destination as a single unit. A platoon member receives
other vehicles’ dynamics and maneuver-related information via a vehicle-to-vehicle
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(V2V) communication network to compute control commands accordingly and
maintain platoon stability, i.e., to maintain a narrow inter-vehicle distance and
relative velocity.

However, such V2V communication implementations also expose novel attack
vectors, which increase security vulnerabilities and highlight vehicle platoons as
an appealing target for cyber-physical attacks. Adversaries could inject multiple
falsified vehicle nodes into the platoon remotely. This allows them to publish
carefully crafted beacon messages to gain the privilege of the road or to cause
traffic congestion and even serious collisions [3]. There is a growing body of
literature that recognises the effectiveness of machine learning based anomaly
detection algorithms applied on vehicular platooning [6, 18, 1]. Even though such
studies aim to maximise their detection performance, inevitable false alarm and
miss rates still limit the possibility of real-world deployment where hundreds
of thousands of detections may be required per second. Yet, attack detection is
barely the first step. How to react upon a detection report is still an essential and
open research problem that remains to be answered. Furthermore, an intelligent
adversary could reconnoitre the platoon system and the deployed defense measures
for a period of time to launch stealthy attacks. Unlike traditional adversaries,
they leverage knowledge of defense actions and detector characteristics to adapt
attack strategies, thereby evading detection.

Our work aims to answer the following questions to improve the security and
safety of vehicle platoons: (1) How to overcome the limitations of the state-of-the-
art anomaly detection algorithms especially those purposely tuned to decrease the
false positive rate? (2) How to use the detection report to mitigate a potential
attack? (3) How to defend against intelligent adversaries who leverage their
prior knowledge about the defense system? (4) How to acquire adequate data
for detector training and to evaluate the performance of the proposed approach
applied on complex platoon systems?

In this paper, we propose an end-to-end attack detection and mitigation
framework to answer these questions. We firstly construct a vehicle platoon and
traffic flows on a highway segment in a sophisticated simulator Webots [16]. Two
control policies are implemented for each platoon member: one sensor-based
controller using local measurements from embedded sensor modules and one
communication-based controller using messages transmitted via V2V communica-
tion network. Secondly, we investigate a particular type of data corruption attack
and with this solid simulation foundation, we collect data to train a deep neural
net (DNN) model as an anomaly detector. The detector tuning process is in favour
of low false positives to increase its real-world usability and public acceptance.
Thirdly, we model the interactions between the imperfect detector, the intelligent
adversary and defense vehicle as a security game with imperfect information and
use the Nash-equilibrium solution to guide control system reconfiguration for
the vehicle to mitigate the attack. Lastly, we test our proposed system under
different simulation scenarios to demonstrate its effectiveness and potential for
real-world online deployment in a distributed manner. The contributions of this
paper include:



Strategic mitigation against wireless attacks on autonomous platoons 3

(1) We propose a novel attack detection and mitigation framework that intel-
ligently switches between two platoon control policies to improve the security
level of vehicle platoons against intelligent communication-based attacks.
(2) We develop a unique approach that uses game theory to guide the controller
switching process.
(3) Our security game formulation captures imperfect detectors as a chance node
in our security game structure, and takes detection errors (e.g., false alarms and
misses) into account. We consider a boiling frog attack and its downstream effects
on the platoon – far beyond the typical myopic focus on accuracy.
(4) The results are illustrated using sophisticated, system-level simulations, where
our approach outperforms baseline methods by 30% in terms of increase of defense
utilities, leading up to 176% increase in minimum inter-vehicle distances under
attacks.

The rest of the paper is organised as follows. The next subsection summa-
rizes related work. Section 2 describes the considered platoon control policies,
attack model as well as the anomaly detector. Section 3 presents the details of
our proposed defense framework. Simulation setup and training procedures are
presented in Section 4. Results and discussions are covered in Section 5. Lastly,
Section 6 outlines some concluding remarks.

1.1 Related Work

Sumra et al. [15] provide a comprehensive survey of the attacks on major security
goals, i.e., confidentiality, integrity and availability. Malicious attackers can breach
privacy by attempting an eavesdropping attack to steal and misuse confidential
information [17]. The use of vehicular botnets to attempt a denial-of-service
(DoS) or distributed denial-of-service (DDoS) attack may cause serious network
congestion or disruption [19]. The attacker may disrupt the platoon operation by
hijacking the sensors to conduct the replay attack with the aim to feed the control
system with outdated signals generated previously by the system [10]. Therefore,
there is urgent need to address the safety risks caused by such communication-
based attacks.

Several attempts have been made to detect communication-based attacks.
In [6], authors compare the effectiveness of deep neural net and convolutional
neural net models in the identification of a malicious insider who tries to cause
collisions by altering the controller gains. Yang et al. [18] propose an ensemble
learning model that consists of 4 tree-based ML algorithms to improve detection
accuracy against attacks on Controller Area Network (CAN) bus. Alotibi et al. [1]
combine a data driven anomaly detection algorithm based on generalized extreme
studentized deviate (ESD) with the physical laws of kinematics to perform real-
time detection. Although these methods provide reasonably good attack detection
performance, how to respond to the imperfect detection reports still remains an
open research question.

Game-theoretic analysis has become a popular tool in adversarial machine
learning and cybersecurity analysis [2]. Extensive research has examined prob-
lems of allocating limited defense resources (e.g., energy [13], manpower [5],
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communication bandwidth [14]) against intelligent adversaries in a network. The
present work builds on these existing advancements in machine learning as well as
game theory and introduces a novel, end-to-end attack detection and mitigation
framework to improve platoon security in an online and distributed manner.

2 Message Falsification Attacks Against Platoons

2.1 Vehicular Platoon Control Policy

In the present work, we consider a vehicle platoon traveling on a straight highway
segment. We start by implementing a popular platoon control policy – cooperative
adaptive cruise control (CACC [12]) on each platoon member. In particular, data
packets containing location, speed and acceleration information of the lead
vehicle and the preceding vehicle are transmitted periodically to each vehicle via
V2V communication, based on which longitudinal control decisions are made
to maintain platoon stability. Adaptive cruise control (ACC) is a relatively
mature control policy widely deployed in many modern vehicles. It performs
the longitudinal following control task using measurements from sensors like
a Radar. With the aid of V2V communication, CACC is expected to have a
smaller distance headway and an increase in control bandwidth and reliability
compared to sensor-based ACC [8]. Besides, long time operation of ACC controller
will destroy so-called string stability of the vehicle platoon [12]. Therefore, we
treat CACC as the primary controller and ACC as the supplementary controller
activated only when a communication attack is expected to happen.

2.2 Attack Model

As a starting point, we consider the attacker compromises the communication link
between two consecutive vehicles and performs messages falsification attacks [11].
By continuously monitoring the communication network, the adversary may
change the content of transmitted messages and inserts them back into the
network. The presence of this type of attack could cause instabilities to the
vehicle platoon or even collisions. For the rest of the paper, we consider the
attacker modifies the velocity messages in a subtle way before broadcasting to the
following vehicle by adopting a boiling frog attack strategy. In such attacks,
the attacker progressively increases the falsified velocity magnitude aiming to
evade detection. The modified messages are very similar to the original ones
at the beginning of the attack. It might be already too late when the control
centre or a detector notices this attack leading to very short respond time or
collision. The falsified velocity vfalse(t), assuming attack starts at time t = 0,
can be expressed as:

vfalse(t) = max

vorig(t) +

t′=t∑
t′=0

γ · Vmax, vorig(t) + Vmax

 , (1)

where Vmax is the maximum velocity modification set by the attacker, vorig(t) is
the current original velocity, γ ∈ [0, 1) is the incremental gradient.
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2.3 Attack Detection Algorithm

Our defense framework builds upon recent advances in anomaly detection [4]. We
treat it as a classification problem and train the anomaly detection model through
supervised learning on class-imbalanced data sets. Although supervised learning
is often more accurate than semi-supervised and unsupervised approaches, the
exact type of training approaches and anomaly detectors are not key factors in
our proposed defense framework. Any types of detectors could easily fit in with
only minor parameter changes of the framework.

We demonstrate the proposed defense framework with DNN based anomaly
detectors. Apart from the input layer, we choose to have three hidden layers
activated by Rectified Linear (Relu) function and one output layer activated by
sigmoid function to return the probability of a received message being malicious.
There are two dropout layers (having rate equal 0.3) after the second and third
hidden layers respectively to reduce overfitting. Optimizer, learning rate and
objective function are key hyperparameters used to adjust the weight update
process of neurons in hidden layers. The optimizer used in this analysis is Adam
with 0.01 as the learning rate. Binary crossentropy is chosen to be the objective
function and the whole training process is divided to 50 batches of size 2048 with
20% of the training data-set used for validation.

3 Security Game-based Mitigation Framework

We model the interactions between the imperfect anomaly detector, the intelligent
adversary (i.e., the Attacker) and the defense system (i.e., the Defender) as
a non-cooperative cybersecurity game in extensive form. In formulating our
game-theoretic defense framework, we adopt the following commonly accepted
definitions from game theory [2]: (1) Chance node: A chance node can be seen
as a fictitious (virtual) player who performs actions according to a probability
distribution. (2) Information set : An information set is a collection of decision
nodes of one player. As the game reaches the information set, the player cannot
distinguish the nodes within the information set.

The game begins with the Attacker deciding whether to initiate the boiling frog
attack or not. Regardless of whether transmitted messages have been maliciously
modified, each vehicle performs anomaly detection upon receiving the messages.
Each detection report is associated with a certain probability of error (i.e., false
alarms and misses) and we use chance nodes to model the uncertainty of detection
results. Consequently, once the Defender obtains the detection results, it is still
unclear whether an attack has been actually carried out or not. This unique
situation is captured by two information sets for the Defender: one indicating an
attack and one for no attack. This essentially means the Defender must consider
the consequences of both an actual attack having occurred, and no attack having
occurred, when an attack has been reported by the detector.

Eventually, after considering a rational Attacker’s actions and the chances
of detection errors, the Defender decides whether to downgrade the CACC
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controller to the ACC controller or remain with the CACC controller based on
Nash equilibrium solution of the game.

Formally, we model the game with the following components: (a) Attacker’s
action space AA := {a: boiling frog attack; na: not attacking} (b) Chance
nodes C := {r: reporting an attack; nr: not reporting an attack} (c) Defender’s
action space AD := {acc: local sensor-based controller (ACC); cacc: collaborative
communication-based controller (CACC)}

The strategy profile is modeled as 〈a, c, d〉 for a ∈ AA, c ∈ C and d ∈ AD. In
this work, we focus on Nash equilibrium as the solution concept in which there is
no profitable deviation of rational player’s chosen strategy after considering their
opponent’s choice. This is based on a reasonable assumption of rationality that
each player acts for their best interests. Other solution concepts exist for players
with different levels of rationality. The pseudo-code for our defense framework is
presented in Algorithm 1.

Algorithm 1: End-to-end Anomaly Detection and Mitigation

initialization;
while Destination is not reached do

Platoon progresses on the road;
Vehicle receives message S;
Detection result R ← Anomaly Detection(S);
Utility value U ← Utility(S);
Nash Equilibrium, Decision ← Game Solver(R, U);
if Decision is acc then

Activate ACC;
else

Activate CACC;
end

end

Utilities of the Players. The utility functions UD(a, c, d) and UA(a, c, d) (of
strategy profiles) are essential to represent the preference over every outcome
for the Attacker and the Defender respectively. In our framework, each utility
function consists of two components represented in matrix form to capture
different cases:

UD(a, c, d) = UD
1 (a, d) + U2(c, d), (2)

UA(a, c, d) = UA
1 (a, d)− U2(c, d), (3)

UD
1 (a, d) =

(a) (na)[ ]
αd −αf (acc)

−αm 0 (cacc)
, UA

1 (a, d) =

(a) (na)[ ]
−αd 0 (acc)

αm 0 (cacc)
, (4)
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U2(c, d) =

(r) (nr)[ ]
βt βs (acc)

βs βt (cacc)
, (5)

where α’s and β’s are integers and terms in parentheses are the actions available
for different players. The first utility component U1 is with respect to the Attacker
and the Defender’s actions. The parameter αd quantifies the Defender’s gain for
correctly deploying ACC controller to mitigate the attack a, whose negation is
assumed as the Attacker’s loss. The quantities −αf and −αm are the costs of
a false alarm and missing an attack for the Defender respectively. For instance,
the Defender may downgrade to ACC controller with higher chance when the
cost of a miss outweigh a false alarm. There is a cost of missing an attack for the
Defender, however, false alarms cost nothing to the Attacker, which is denoted
by zero entry in (4).

The second utility component U2(c, d) captures how trustworthy the deployed
detector is from the Defender’s prospective. For instance, if the Defender trusts
heavily in the detector then the gain βt is very large to represent the large
benefits of performing actions based on the detection results or similarly the gain
of discarding the detection results βs from this detector is very small or even
negative. When the inter-vehicle distance reduces abnormally but there is still
no attacks being reported, this indicates that the deployed detector becomes less
trustworthy, so that the gain of performing actions irrespective of the detection
reports increases. Note that utility values have a meaning only relative to each
other since any affine transformation of the utilities would result in the same
strategy profile. Therefore, we fix βt and set βs as an adaptive quantity utilizing
sensor readings to incorporate the system dynamics.

βs =

{
bks log2 (ku · εradar)c, if εradar > εmax,
−kc, otherwise,

(6)

where k′s and εmax are positive constants. ks and ku adjust the growth speed
and x-axis intersection of the logarithm respectively. εradar is the inter-vehicle
spacing error with respect to a prefixed desired inter-vehicle distance calculated
based on Radar measurements. Under normal platoon operation where εradar is
small, the deployed detector is trustworthy from the Defender’s viewpoint. This
is represented by a large constant kc. When εradar > εmax, the gain of discarding
detection results increases gradually with logarithmic growth. In the simulation,
the desired inter-vehicle distance is set to be 2 m and εmax is 0.1 m.

3.1 Numerical Example

We present one instance of the game shown graphically as in Figure 1 to further
explain our proposed game-theoretic framework. Both players’ actions and de-
tection reports are represented as edges and the resulting states are represented
as nodes in the game tree. The utilities of each strategy profile are at the leaves
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highlighted in red for the Attacker and blue for the Defender. The example
anomaly detector 85% of the time correctly reports benign data when there is no
attack; it makes false alarms for the remaining 15% of the time. When an attack
has truly occurred, this detector correctly reports it 65% of the time and misses
for the remaining 35% of the time. We use a popular open-source game solver
Gambit [9] to find Nash equilibrium solutions. The probability distribution of
each player’s actions is shown under the respective branches. A path from left to
right in the figure follows the order of players’ actions. For instance, the Attacker
will attack with 73.91% of the chance and if the Detector reports no attack being
detected, the Defender would still choose to downgrade to sensor based ACC con-
troller 11.24% of the chance to react to this high attack intention and imperfect
detection results. Code is available at https://garrisonsun.github.io/End-

to-end-atttack-detection-and-mitigation-framework/.

na
0.2609
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Defender
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Fig. 1: An example game structure: the attacker’s actions are in red, detection
results are in green, and defender’s controller switching decisions are in blue.

4 Simulation Setup

Platoon and Traffic Simulation. To simulate the vehicle platoon, we use
Webots ([16]), which is a multi-purpose simulator that provides a wide variety
of virtual vehicle models, sensor modules including camera, radar, etc. as well
as static objects and materials to construct different simulation circumstances.
The simulation for our vehicle platoon use case can be divided into two major
components: (1) vehicle platoon simulation; and (2) traffic flow simulation. For
vehicle platoon simulation, we simulate a highway driving scenario in which
a vehicle platoon consisting of 4 identical BMW X5 vehicles driving along a
highway segment of 5 km length in total. BMW X5 is one of the built-in vehicle
models in Webots with vehicle properties calibrated based on real-world vehicle
dynamics. There are also multiple sensors equipped on different sensor slots to
measure, receive and transmit critical driving information. For instance, location
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and acceleration are obtained from GPS and accelerometer readings respectively.
Speed information can be read directly from the speedometer on each vehicle.
These vehicle dynamic messages are transmitted and received by its emitter and
receiver modules as an approximation of Vehicular Ad hoc Network (VANET).
We implement both CACC and ACC controllers in Python for each vehicle, which
take the transmitted messages and sensor measurements as inputs to compute
high level control outputs respectively.

For traffic flow simulation, we use Simulation of Urban MObility (SUMO) [7]
to generate a large number of vehicles in real-time in order to construct a
more realistic driving environment. 4 types of vehicles (i.e., motorcycles, light-
weight vehicles, trucks, and trailers) with different moving characteristics are
simulated. Different drivers also have different driving characteristics (cooperative
or competitive) and intentions to merge introducing many random situations.
The complete explanation and default parameter values are available in SUMO’s
documentation.

Detector Training. We next use the simulation platform to prepare data sets
for detector training and testing purposes. At each simulation step, each vehicle
receives critical dynamic information such as position, velocity and acceleration
from its immediate predecessor and the lead vehicle, which correspond to the
input variables of the CACC controller. These variables are combined as an
input feature vector to the neural networks. We implement the proposed defense
framework on each vehicle in a distributed manner. Therefore, without loss of
generality, we demonstrate its performance by defending the third vehicle of the
platoon with the communication channel established from the second vehicle
being compromised by intelligent adversaries.

To prepare training and testing data sets, the platoon accelerates from
stationary position to reach a desired velocity set by the platoon leader based on
traffic conditions while maintaining a prefixed inter-vehicle distance and relative
velocity. Once the platoon has driven 4900 m, message falsification attack initiates
from the second vehicle against the third. The attacker maliciously adds an extra
term to the original speed as shown in (1) with 10 km/h as the maximum altered
speed and gradient γ = 0.001. An entire run of the simulation generates 18000
feature vectors on average, among which only 500 feature vectors belong to
the attack class. Due to the imbalanced nature of the collected data, we assign
weights as the inverse number of data samples to both benign class and attack
class so as to heavily weight the few attack examples that are available.

To train a more robust detector applicable to various types of driving con-
ditions, we investigate the vehicle driving characteristics with CACC controller
under different traffic conditions. Heavy traffic condition leads to more frequent
merging behaviour from other vehicles. Note that, the vehicle platoon adapts the
disturbance introduced by different traffic conditions with only minimum varia-
tion of inter-vehicle distance as shown in Figure 2a (zoomed-in view). Despite its
performance in maintaining platoon stability, heavy traffic condition causes more
acceleration and breaking maneuvers as shown in Figure 2b and 2c. To balance
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Fig. 2: Impact of different traffic conditions on the third vehicle within the platoon,
showing inter-vehicle distance (a), vehicle velocity (b), and acceleration (c).

the effects of traffic conditions, we train the network with 6 runs of simulation
including 3 runs each for light and heavy traffic conditions respectively. There
are 108534 feature vectors in total consisting of 104020 benign data samples and
4514 data samples with attack.

All hyperparameters (see Section 2.3) are tuned in a way that favours low
false alarm rate to increase the usability and public acceptance of such defense
method. We also set a high classification threshold. The detector reports a feature
vector as malicious only if the malicious score form the output layer is greater
than 0.9. The testing process involves 26 runs of simulation (half for each traffic
condition) with 448744 benign samples and 19505 attack samples, based on which
false alarm rate and miss rate are computed. As a result, this detector achieves
a recall of 1 on benign samples but only 0.34 on attack samples, which defines
the probability distribution of the chance node in the game tree. The downside
of this detector is the increased detection miss rate, which is handled by the
proposed game-theoretic model.

5 Simulation Results and Discussion

We consider three scenarios next to demonstrate that the proposed framework
achieves the three primary goals of the paper. As an illustration, the same
message falsification attack targets the second platoon member in a way causing
the third vehicle to accelerate and collide. In the first two scenarios, we simulate
a highway segment of 1 km length without traffic for simple illustration. The
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attack initiates once the platoon has driven for 500 m. We show its performance
in a more realistic environment (i.e., longer operation time and disturbance from
other vehicles) in the last scenario. We use inter-vehicle distance as a metric
to show the mitigation effects in each of these scenarios. In addition, we also
compare their corresponding utilities to show the effectiveness of our proposed
approach from another viewpoint.

The built-in Radar module in Webots simulates sensor noise with a Gaussian
distribution. We set its standard deviation as 0.3 with zero mean. However, the
exact noise level depends on individual sensors and ambient environment. Due
to limitations of the current simulation setup however, other disadvantages of
ACC such as string stability violation is not explicitly shown.

Comparison of Defense Strategies. Figure 3 shows the inter-vehicle distance
and the corresponding probability of downgrading from communication-based
controller CACC to sensor-based controller ACC of vehicle 3 under different
scenarios. To show our approach provides superior attack effect reduction and
collision avoidance compared to a popular mitigation approach, we consider the
following cases as indicated by the legend of the figure:

Ideal case: This is used for ease of comparison which indicates what happens if
there is no attack and disturbance from traffic.
No attack mitigation: This indicates what happens if an attack is initiated
but the platoon member is not equipped with any mitigation approaches.
Rule-based mitigation: The vehicle downgrades from CACC to ACC only if
the anomaly score from the anomaly detector is greater than a predetermined
threshold.
Low cost of miss: Cost of miss is a hyperparameter of our proposed approach
indicating the cost of not responding to an attack.
High cost of miss: In this case, the cost of miss is set to a larger value.

The platoon starts to move from a stationary position with initial inter-vehicle
distance of more than 2.5 m at time t = 0 s. This distance eventually reduces
to the desired inter-vehicle spacing (2 m) as the platoon reaches steady (or
equilibrium) state. If there is no attack or disturbance from other vehicles (i.e.,
the ideal case), platoon stability is maintained throughout the whole simulation
as shown with pink dashed lines in the figure. There is also no need to deploy
ACC controller so the probability of controller switching remains at zero as
shown in Figure 3b. After reaching steady driving state, the attack begins at
time t = 19.4 s right after the platoon has moved 500 m. If no attack mitigation
strategies are deployed, vehicle 3 will slowly move towards its predecessor leading
to a collision (inter-vehicle distance equals zero) at t = 27 s as indicated by black
dotted lines. If the defender chooses to follow a rule-based attack mitigation
strategy as suggested in the existing literature, the collision is avoided as the
backup controller kicks in at t = 25.1 s but the minimum inter-vehicle distance
almost reaches 0.58 m (red triangle in Figure 3a), which is very dangerous given
all vehicles are driving at significant highway speeds.
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Fig. 3: Comparison of different attack detection and mitigation approaches. Two
realisations of our approach (in blue and green) result in a safer minimum
inter-vehicle distance as marked by triangles in (a).

With our proposed defense framework, the situation is greatly improved
and the minimum inter-vehicle distance is increased to a much safer value.
Under normal platoon operation conditions (where εradar is tiny), the gain βt
of responding according to detection results dominates its counterpart βs. The
trustworthiness of the detection results reduces dynamically as the inter-vehicle
distance reduces abnormally. After passing the warning distance error set by εmax,
the gain βs starts to increase and the resulting utility values would in favour
the vehicle of activating ACC even though the detected anomaly probability of
the received beacon message is still low. As vehicle 3 moves closer toward its
preceding vehicle, this gain value βs keeps increasing. As a result, the probability
of deploying ACC increases, which coincides with the intuition that it is more
likely to require mitigation acts as the situation is getting worse. In Figures 3a
and 3b, results from two utility settings are presented. With lower cost of a miss
−αm = −10, the minimum inter-vehicle distance increases to 1.1 m (blue triangle
in Figure 3a). And this number increases to 1.6 m (green triangle in Figure 3a)
when the cost of missing an attack is high as −αm = −30. Note that, we are able
to increase the minimum inter-vehicle distance by 90% and 176% respectively
compared to the one (0.58 m) resulting from the rule-based mitigation approach.
Higher αm value increases the starting controller switching probability from 0.43
to 0.70 after the inter-vehicle distance passes the preset warning distance as
indicated by green and blue plots at t = 20.6 s in Figure 3b.

While higher αm improves safety in this attack mitigation simulation, it is not
always beneficial. High missing cost αm leads to higher chance of early-stage ACC
controller intervention. However, in comparison with CACC, ACC controller has
disadvantages in distance headway, control bandwidth and reliability. Moreover,
ACC controller fails to guarantee the string stability of vehicle platoon, which
results in undesirable disturbance recovery characteristics. By altering the utility
values such as αm and αf , the defender may trade off between the use of the
sensor-based and communication-based controllers. The tuning process of this
hyperparameter depends on factors such as the confidence in equipped sensors,
the desired gap distance, vehicle characteristics, etc.
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Fig. 4: Comparison of different types of attackers. The intelligent attacker keeps
adjusting its attacking strategies shown by the dark green line in (b). This results
in a slightly increased minimum inter-vehicle distance but allows the attack
effects last much longer as shown by the shaded area in (a).

Defense Against Greedy and Rational Attackers. An intelligent attacker
may leverage knowledge about the platoon and deployed defense measures to
perform targeted and stealthy attacks. In this subsection, we consider: (1)
Greedy attacker: Once it decides to attack, it attacks the system all the time.
(2) Intelligent attacker: It randomises its attack strategies based on the solution
of the security game. In particular, once it senses being detected, it may suspend
the attack behaviour.

Figure 4a presents the resulting inter-vehicle distance by our proposed defense
framework against two types of attackers. Figure 4b contains the corresponding
probability of controller switching (in orange) and probability of attacking (in dark
green) based on the solution of the security game. The attacking probability of
the greedy attacker is neglected in the figure. As shown in Figure 4b, the attacker
attacks with full intensity between 19.4 s and 20.75 s. Instead of maintaining this
attacking intensity all the way till the end of the simulation, the game-instructed
attacker reduces the probability of attacking after the preset suspicious gap
error εmax has been reached in order to avoid detection. The reduced attacking
probability decreases the probability of controller switching and delays the time
when the sensor based controller is fully activated. This effectively benefits the
attacker with extended duration of the attacking effects as seen between 25 s
and 35 s in Figure 4a. Nevertheless, the proposed framework is still capable of
improving the system’s safety and reliability.

5.1 Realistic Driving Scenario

The simulation shown in Figure 5 considers realistic driving environment (e.g.,
traffic) to demonstrate that our proposed approach can tolerate normal vehicle
maneuvers such as breaking resulting from merging behaviour of other vehicles.
In this simulation, the platoon aims to maintain a desired inter-vehicle distance
of 2 m driving at 90 km/h for 5 km. Traffic could cause fluctuations in vehicle
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Fig. 5: Our proposed defense framework in realistic driving environment, with
statics shown in (a) and simulation screenshots in (b).

dynamics, for example at time t = 125 s and t = 170 s in Figure 5a, but such
disturbances do not trigger undesired control system reconfiguration. The same
type of boiling frog attack starts right after the platoon drove 4 km at time
t = 180 s. Simulation comparison of different mitigation approaches is presented
in Figure 5b. As expected, our approach successfully mitigated the attack effects
and hold the attacked vehicle at a relatively safe minimum inter-vehicle distance.

Comparison of Players’ Utilities. In the previous subsections, we have
shown the effectiveness of our proposed approach in terms of the increase of
minimum inter-vehicle distance and the probability of ACC controller activation.
We now illustrate its effectiveness from another viewpoint, namely in terms
of utility values under different scenarios. We consider two specific Attacker
behaviour, greedy and intelligent (adopting game solution) and two Defender
types, adopting Rule-based mitigation and our security game-based mitigation
as defined in earlier subsections. We record their interactions within a time
window of 200 simulation steps and present their average utilities in Table 1. The
Attacker’s utility is negative in the left of the parentheses and the other positive
value is the Defender’s utility. Note that the game played is not a zero-sum game
and players’ utilities do not necessarily add up to zero.

Table 1: Average utility values of four combinations of attack-defence strategies
with negative values for the Attacker and positive values for the Defender. The
higher the value the better the outcome for that player.

Defender
rule-based our apprach

Attacker
greedy (−7.1, 7.1) (−11.0, 9.3)

intelligent (−8.8, 8.8) (−10.4, 9.0)
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It is important to note that in Table 1, the nominal utility values are not
important and relative values highlight players’ outcomes based on their strategies.
For example, our defense approach receives utilities of 9.3 and 9.0 instead of 7.1
and 8.8 against greedy and intelligent attackers respectively. This demonstrates
that our approach outperforms the rule-based method up to 30% against both
types of attackers. Unsurprisingly, if the Attacker happens to be greedy in against
our defense approach, the Defender will gain more. On the other hand, both
types of attackers will have less utilities against our proposed defense approach
compared to against the rule-based one. Yet, an attacker may choose to be greedy
instead of intelligent to gain more if they know the defense side is deployed with
the rule-based method, which is less capable of defending the system. Different
solution concepts other than the Nash equilibrium could be explored in the future
to capture different assumptions on players’ common knowledge and rationality.

6 Conclusion

In this paper, we have presented a novel approach for detecting and mitigating
attacks against vehicle platoons, thereby enhancing system safety in an adversar-
ial environment. Our approach uniquely combines the advancements of machine
learning and game theory, where the interactions between an intelligent attacker,
defense system in possession of an imperfect detector have been investigated.
In this setting, the attacker launches a boiling frog test-time attack against the
learner. The Nash equilibrium solution guides control system reconfiguration,
in which the benefits of a communication-based and a sensor-based controller
are optimised. Evaluating in a sophisticated simulation, our approach success-
fully avoids a collision, and outperforms the rule-based mitigation method by
significantly increasing the worse-case inter-vehicle distance. It also defeats an
intelligent adversary although the duration of the attack effects has been extended.
Furthermore, the defense framework can be deployed on each platoon member
operating in an online manner, which demonstrates its potential for real-world
deployment. These results provide fresh insights and help answer the questions
set out in this paper. Further research will explore the robustness of the proposed
method against other types of attacks (e.g., position or acceleration falsification)
initiated from different communication channels and against different types of
anomaly detectors.
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