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Abstract. This paper is concerned with robust learning to simulate (RL2S), a
new problem of reinforcement learning (RL) that focuses on learning a highfidelity environment model (i.e., simulator) for serving diverse downstream tasks.
Different from the environment learning in model-based RL, where the learned
dynamics model is only appropriate to provide simulated data for the specific policy, the goal of RL2S is to build a simulator that is of high fidelity when interacting with various policies. Thus the robustness (i.e., the ability to provide accurate
simulations to various policies) of the simulator over diverse corner cases (policies) is the key challenge to address. Via formulating the policy-environment as
a dual Markov decision process, we transform RL2S as a novel robust imitation
learning problem and propose efficient algorithms to solve it. Experiments on
continuous control scenarios demonstrate that the RL2S enabled methods outperform the others on learning high-fidelity simulators for evaluating, ranking and
training various policies.
Keywords: Simulator · Imitation Learning · Robust Learning.
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Introduction

Due to the powerful function approximation and representation learning properties,
deep reinforcement learning (DRL) has achieved remarkable success in domains where
the environment is a known simulator, such as Go [26] and Atari games [12]. However,
such success highly relies on the online training paradigm where the agents must interact with the environment to collect massive data, and thus are still limited to simulated
games where the interactions are of low cost. In many high-stakes real-world tasks like
autonomous driving, online education and healthcare, directly training a policy in an online manner is always expensive and impractical. To overcome this problem, building
high-fidelity simulators, where various agents with different policies can evaluate their
performance and improve their policies without any real-world sampling cost, becomes
a promising solution.
Recently, great efforts have been devoted to building high-fidelity simulators. Existing work on simulator building can be roughly categorized into two groups: rule-based
and learning-based methods. In rule-based methods, complex physical models or handcraft rules are used to build high-fidelity simulators. For example, Zhang et al. [34]
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designed a scalable vehicle simulator based on car-following models in traffic signal
control. And Zhao et al. [35] used the information in an offline dataset to decide the
dynamics of the simulator for recommender system tasks. On the other hand, learningbased methods, by leveraging machine learning to model from real-world transitions,
tend to be more potential given sufficient data. For instance, Zheng et al. [36] imitated
the behaviors of social vehicles and gained better performance than the existing rulebased simulator. And Shi et al. [25] formulated the interaction between customers and
an online retail platform as a multi-agent system, which enables to learn the behavior of customers and the platform simultaneously to get a simulated retail platform for
training the policy of personalized recommendation.
A good simulator provides high-quality interactions with multiple policies for evaluation and improvement, which requires the simulator to be sufficiently robust to provide high-fidelity simulation for various policies, including various corner cases. Specifically, in our paper, corner cases refer to the policies in which we need more data to
optimize the simulator for stable simulation. To realize robustness which is a big challenge in simulator building, we must consider corner cases. However, to our knowledge,
existing methods fail to solve the corner cases [36,25]. For rule-based methods, limited
rules are impossible to cover various corner cases in complex environments. On the
other hand, learning-based simulators are prone to provide inaccurate simulations in
data areas with low frequency.
Based on these considerations, we propose RL2S (Robust Learning to Simulate) to
build a high-fidelity and robust simulator that can provide stable simulations to various policies, including the corner cases. The general framework of RL2S is illustrated
in Figure 1. By formulating the simulator learning as a dual Markov decision process
(DMDP), RL2S utilizes imitation learning algorithms to learn the simulator based on
the data sampled from the real environment. In order to learn a robust simulator to
handle possible corner cases, RL2S optimizes a Conditional Value at Risk (CVaR) objective [28] to make sure the learned simulator can serve the simulations of various
policies.
In a nutshell, the main contributions of this paper are threefold.
– To the best of our knowledge, this paper is the first work that explicitly introduces
the robustness objective in simulator building.
– To achieve robustness and fidelity simultaneously, we formulate the problem of
simulator learning as a DMDP for the first time and propose a simple yet effective
method named RL2S to solve it.
– Demonstrated by the experiments on several continuous control benchmarks, our
proposed RL2S yields better worst-case performance among a set of test policies
without sacrificing the average performance over all tasks compared to the existing
methods.

2

Related Work

Our work considers simulator building. Beyond that, three important RL topics are
highly related, i.e., model-based RL, offline policy evaluation and robust RL.
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Fig. 1: RL2S framework and experiment settings.

2.1

Simulator Building

There is a rich literature on how to build a good simulator to support RL or decisionmaking tasks, ranging from widely used rule-based methods to the recent learningbased methods.
Most simulators can be easily built from existing rules. For instance, based on carfollowing model which can decide the speed of each vehicle based on the information
like leading vehicles and traffic signal, Zhang et al. [34] built the CityFlow simulator
and Zhou et al. [37] built SMARTS simulator to facilitate the research of reinforcement
learning on traffic signal control and autonomous driving. However, the rules used to
build the simulator are impossible to fully recover the dynamics of the real environment, especially in complex scenes like autonomous driving and healthcare. Therefore,
the learned policy in these simulators may fail in the real environment because of the
incomplete or even incorrect rules.
Recently, in order to build high-fidelity simulators, learning-based methods have
been paid more attention. Xu et al. [31] utilized generative adversarial imitation learning (GAIL) [4] to build the physical model in MuJoCo. Zheng et al. [36] considered the
vehicle in real traffic conditions as an agent and applied GAIL to recover the agent’s
policies. To avoid the physical costs of online experiments of recommending policy, Shi
et al. [25] modeled the interaction in the online retail platform as a multi-agent system
and used multi-agent adversarial imitation learning to learn the behavior of customers
and the behavior of the online retail platform at the same time. Considering the unobserved latent variables lying behind the data, Shang et al. [24] introduced a hidden
policy to model these hidden elements. However, a simulator learned by these methods
cannot promise stable performance across different policies without taking corner cases
into account. Therefore, it is still impractical to apply such a simulator in high-stakes
scenes. In this paper, RL2S designs a novel training paradigm to consider corner cases
and realizes the robustness.
2.2

Model-Based Reinforcement Learning

Model-based reinforcement learning (MBRL) learns a dynamics model which serves
as an environment with data sampled from the real world. And the dynamics model is
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leveraged to generate simulated data which will be used for agent learning along with
real data. To learn the dynamics model, researchers adopt various function approximators and objectives. For function approximation, time-varying linear models [7] are
effective shallow models, while pure neural networks [14] or Gaussian processes with
neural networks [1] are the mainstream choices for model learning in deep RL. For objective design, effective solutions include multi-step L2-norm [10], log-likelihood [1],
adversarial loss [30], etc.
Although both MBRL and our RL2S require learning the dynamics model, there
are mainly two differences between MBRL and RL2S in dynamics model learning. On
the one hand, MBRL is usually online and its final goal is to optimize the policy while
RL2S is offline and its goal is to build a robust simulator. On the other hand, the learned
dynamics model in MBRL is only appropriate to provide simulated data for the current
policy to learn. By contrast, RL2S is committed to building a robust simulator that can
provide guaranteed simulation to types of policies, including various corner cases.
2.3

Offline Policy Evaluation

Offline policy evaluation, which aims at evaluating the performance of the given policy
based on a pre-collected offline dataset, is a special case of off-policy policy evaluation.
Current work on offline policy evaluation can be roughly divided into the Direct Method
(DM), Importance Sampling (IS) and Hybrid Method (HM). DM directly learns the
dynamic model and then uses it to estimate the performance of the given policy [17]. IS
computes the importance weights to correct the mismatch between the given policy and
the behavior policy which generates the offline datasets [13]. And HM is a combination
of DM and IS [29].
Although RL2S is related to the DM in offline policy evaluation, RL2S focuses on
building a robust simulator that can serve various downstream tasks with guaranteed
performance instead of evaluating the performance of a particular policy.
2.4

Robust Reinforcement Learning

Current work on robust reinforcement learning focuses on optimizing the worst case
of the algorithms, which can be roughly divided into two classes, policy-based methods and environment-based methods. Policy-based methods apply the idea of adversarial attack and introduce an adversarial policy to minimize the cumulative rewards
that the original policy can get. In detail, Pinto et al. [19] formulated the problem as a
two-player Markov zero-sum game, while Zhang et al. [33] proposed state-adversarial
MDP which used the adversarial policy to add noise to the state for minimizing the
original policy’s performance. In all, these algorithms realize the target of optimizing
the worst case via a learnable adversarial policy. Different from policy-based methods,
environment-based methods choose the environment in which the policy leads to the
worst performance and optimize the policy in the chosen environment. Nilim et al. [16]
and Rajeswaran et al. [21] optimized the worst performance among a pre-defined finite
set of environments, while Lin et al. [9] sought the worst environment in a distribution
through adversarial learning. Considering that the environment-based methods fit well
in our setting, we adopt environment-based methods in RL2S. Specifically, since only
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finite pre-defined environments are accessible, we take CVaR as the objective, which is
also applied in [21], to realize robustness in RL2S.

3
3.1

Preliminaries
Markov Decision Process

An RL task can be formulated as a Markov decision process (MDP), represented as a
tuple M = hS, A, p, p0 , r, γi. S = {s} is the space of the environment state. A = {a}
is the action space of the agent. p(s0 |s, a) : S × A 7→ Ω(S) is the dynamics model,
also called the state transition probability of the environment and Ω(S) is the set of
distributions over S. p0 : S 7→ R is the distribution of the initial state s0 . r(s, a) :
S × A 7→ R is the reward function. And γ ∈ [0, 1] is the discounted factor for future
rewards.
When the agent interacts with the environment with a policy π, the occupancy measure ρp,π (s, a) is defined as the unnormalized cumulative discounted probability of
occurrence of the state-action pair (s, a) under policy π and transition p:
ρp,π (s, a) =

∞
X

γ t P (st = s, at = s|p, π)

t=0

= π(a|s)

∞
X

(1)
t

p,π

γ P (st = s|p, π) = π(a|s)ρ

(s).

t=0

As such, the agent interacts with the environment to optimize its policy for maximizing
the policy value function V , defined as the expectation of cumulative discounted reward,
with environment transition p as
X
max V (p, π) = E(s,a)∼ρp,π (s,a) [r(s, a)] =
ρp,π (s, a)r(s, a).
(2)
π

(s,a)

3.2

Dual Markov Decision Process

Dual Markov decision process (DMDP) is first introduced by Zhang et al. [32], which
provides a new perspective on the environment and the agent in the opposite way.
Specifically, we can regard the original environment as an agent while the original agent
as the new environment. Thus we construct a DMDP ME based on the original MDP
A A
E
MA by letting state sE
t as the state-action pair hst , at i and action a as the next state
A
E
st+1 . In such a way, learning a policy in M is equal to learning a dynamics model in
MA . The formal definition of DMDP is provided in Definition 1 and an overview of
the DMDP is given in Figure 2.
Definition 1 (Dual Markov Decision Process). For any MDP-policy pair hMA , π A i,
A
A
E
E
E
E
E E
where MA = hS A , AA , pA , pA
0 , r , γ i, a pair hM , π i, where M = hS , A , p ,
E E
E
p0 , r , γ i is called DMDP-policy pair if it satisfies:
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Fig. 2: Dual Markov decision process (DMDP) regards the original environment as the agent
while the original agent as the new environment. State and action in DMDP are defined as (s, a)
and s0 in the original MDP respectively.

– S E = S A × AA = {hsA , aA i|sA ∈ S A , aA ∈ AA }, a state in ME corresponds
to a state-action pair in MA ;
– AE = S A = {sA |sA ∈ S A }, an action in ME corresponds
to a state in MA ;
(
A A A
A
π (aj |sk ) sA
k = sj
E E
E
A A
A
A A
– pE (sE
,
a
,
s
)
=
p
(hs
,
a
i,
s
,
hs
,
a
i)
=
, the
i
j
i
i
j
j
k
k
A
0
sA
k 6= sj
transition in ME depends on the policy in MA ;
E
E
A A
A
A A A A
A A A
– rE (sE
i , a ) = r (hsi , ai i, s ) = r (si , ai , s ) = r (si , ai ), the rewards in
E
A
M are the same as in M ;
– γ E = γ A , the discounted factors are the same;
E
E
A A
A A A A A
– pE
0 (s ) = p0 (hs , a i) = p0 (s )π (a |s ), the initial state distribution in
ME depends on the initial state distribution and the action distribution in MA ;
A A
A A A A
E
– π E (aE |sE ) = π E (sA
i0 |hsi , a i) = p (si , a , si0 ), a policy in M corresponds
to the dynamics in MA .
3.3

Imitation Learning

Imitation learning (IL) [5] studies the task of Learning from Demonstrations (LfD),
which aims to learn a policy from expert demonstrations that typically consists of
the expert trajectories interacted with the environment without reward signals. Methods of imitation learning can be generally divided into three classes: behavior cloning
(BC), inverse reinforcement learning (IRL) and generative adversarial imitation learning (GAIL). General IL objective tries to minimize the distance between the actions
taken by the learned policy π and expert policy πE via
min Es∼ρp,π (s) [kπ(·|s) − πE (·|s)k].
π

(3)

However, it is always difficult to optimize Eq. (3) since only the expert trajectories are
accessible instead of the expert policy itself. Thus, behavior cloning (BC) [20] provides
a straightforward method by maximizing the likelihood of expert trajectories via
min E(s,a)∼ρp,πE (s,a) [− log π(a|s)],
π

which suffers from the covariate shift problem when sampling trajectories [22].

(4)
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Another intriguing IL method is inverse reinforcement learning (IRL) [15], which
tries to recover the reward function in the environment based on expert demonstrations.
IRL normally suffers from a high complexity for its bi-level optimization (outer loop
for reward learning, and inner loop for policy training).
Inspired by IRL, generative adversarial imitation learning (GAIL) [4] shows that the
objective of MaxEntIRL [38] is a dual problem of occupancy measure matching, thus
can be solved through generative models such as GAN [2]. GAIL builds a surrogate
reward function by learning a parameterized discriminator D to classify the experience
data from expert πE and the imitating policy πθ , while learning the imitating policy πθ
is guided by the reward computed by Dψ via policy gradient methods like TRPO [23].
In this paper, we apply GAIL to learn the simulator in the RL2S training part as
shown in Figure 1 for its high effectiveness and scalability with good theoretical guarantee but no compounding error concern. Specifically, we consider the Wasserstein distance version of GAIL, as presented in [8], which alleviates the instability of GAIL
training by minimizing the Wasserstein distance between the occupancy measure of
state-action pairs collected by π and πE instead of the Jensen-Shannon divergence. The
overall objective is written as
min max E(s,a)∼ρp,πE (s,a) [Dψ (s, a)] − E(s,a)∼ρp,πθ (s,a) [Dψ (s, a)].
θ

4

ψ

(5)

Robust Learning to Simulate

In this section, we give a detailed introduction of our robust learning to simulate (RL2S)
framework. As shown in Figure 1, we sample sets of policies from a policy distribution
P(π) in the beginning and use them to interact with the real environment for data collection. Specifically, we assume the reward function r(s, a) is well defined and known.
This can be easily achieved since reward function is commonly defined by humans in
various scenarios. Then the goal collapses into learning the state transition of the environment p∗ via building a high-fidelity dynamics model pφ parameterized by φ. Since
we have formulated a DMDP which regards the transition pφ as the dual policy and
the policy πθ as the dynamics, we are able to solve the problem with imitation learning
algorithms, based on the pre-collected data. Section 4.2 presents the process described
above comprehensively when the sample space of P(π) only contains one policy. To
realize the robustness, we propose a novel framework named RL2S and apply CVaR as
the objective function, which is introduced in Section 4.3 in detail.
4.1

Problem Definition

In our task, we seek to recover the real environment as a simulator that can accurately
simulate the interactions between the environment and various policies.
Consider a policy distribution as P(π). When interacting a dynamics p, Theorem
2 of [27] shows the one-to-one correspondence between π and ρp,π . Thus for each
policy π ∼ P(π), its interactions with the real environment p∗ can be measured by the
∗
occupancy ρp ,π with a set of sampled trajectories as
τp

∗

,π

= {[s0 , a0 , s1 , a1 , . . . , sT ]} = {(s, a, s0 ) ∼ π},

(6)
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where T is the episode length. As such, the dataset of interaction experiences generated
by the policy in P(π) with the real environment p∗ can be denoted as
∗

τp

,P

= {(s, a, s0 ) ∼ π}π∼P(π) .

(7)

In our paper, we define the corner cases as the worst -percentile policies in P(π) under the metric of value difference (VD) which measures the absolute difference of the
policy’s value when interacting with the real environment p∗ and the simulator pφ . The
definition of the value difference is
VD(p∗ , pφ , π) =|V (p∗ , π) − V (pφ , π)|
=|E(s,a,s0 )∼ρ∗ [r(s, a)] − E(s,a,s0 )∼ρφ [r(s, a)]|,

(8)

where ρφ (s, a, s0 ) and ρ∗ (s, a, s0 ) stands for the policy’s occupancy measure in pφ and
p∗ , respectively. Then the set of corner cases Πc is
Πc = {π|π ∼ P(π), VD(p∗ , pφ , π) ≥ δ },

(9)

where δ is the threshold for the -percentile corner cases: P(VD(p∗ , pφ , π) ≥ δ ) = .
∗
Upon such a definition, we wish to build a robust simulator pφ from τ p ,P . By robust,
we mean that the learned pφ can provide stable simulation for various policies in P(π),
including corner cases in Πc . To explicitly seek a robust simulator, we optimize for
the CVaR objective which aims at minimizing the expectation of VD for the worst percentile of policies in P(π) (i.e., policies in Πc ) and the definition of CVaR is
Z
min I(π ∈ Πc )VD(p∗ , pφ , π)P(π)dπ,
(10)
φ

π

where I(·) is the indicator function.
4.2

Single Behavior Policy Setting

Let us begin with a single policy πθ . Under the perspective of DMDP, we can regard
πθ as a dual environment. Then, there is an expert dual policy p∗ sampling a set of
∗
experience data τ p ,πθ via interacting with the dual environment πθ . Hence, it is natural
∗
to perform imitation learning from such a demonstration dataset τ p ,πθ to obtain an
imitating policy pφ .
Specifically, in this paper, we choose GAIL due to its high flexibility and low compounding error [31]. Formally, the generator, discriminator and the environment are denoted as pφ (s0 |s, a), Dψ (s, a, s0 ), πθ ((s0 , a0 )|s0 ). The min-max optimization objective
can be written as
min max E(s,a,s0 )∼(πθ ,p∗ ) [Dψ (s, a, s0 )] − E(s,a,s0 )∼(πθ ,pφ ) [Dψ (s, a, s0 )].
φ

4.3

ψ

(11)

Robust Policy Setting

Making high-quality simulations under a single behavior policy is simple. However,
providing stable simulation to various policies is non-trivial, which is the ultimate goal
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of RL2S. Suppose that we aim to provide stable simulation to policies in P(π), includ∗
ing corner cases. After that, we assume a set of collected experience datasets τ p ,P .
Similar to the single policy setting, we can apply GAIL for modeling the dynamics as


min Eπ∼P(π) max E(s,a,s0 )∼(π,p∗ ) [Dψπ (s, a, s0 )] − E(s,a,s0 )∼(π,pφ ) [Dψπ (s, a, s0 )] ,
ψπ

φ

(12)
where Dψπ stands for the discriminator corresponding to each dual environment π ∼
P(π). However, Eq. (12) can hurt the learning of pφ for the following reasons.
1) Dψπ1 and Dψπ2 may output totally different values for the same transition (s, a, s0 )
due to the difference of π1 and π2 , which can make the training of pφ unstable.
2) The data for individual policy π is not sufficient to train a good discriminator.
Considering that the discriminator only cares about the fidelity of the transition (s, a, s0 ),
i.e., the transition to s0 conditioned on (s, a), which is only related to an environment
(simulator) instead of any policy, we can just build one discriminator for the overall
occupancy as


min max Eπ∼P(π) E(s,a,s0 )∼(π,p∗ ) [Dψ (s, a, s0 )] − E(s,a,s0 )∼(π,pφ ) [Dψ (s, a, s0 )] .
φ

ψ

(13)
In practice, given a finite set of policies Π = {πm } sampled from P(π), then the
expectation over P(π) in Eq. (13) becomes the empirical mean over Π as

min max
φ

ψ

|Π| n
o
X
E(s,a,s0 )∼πm ,p∗ [Dψ (s, a, s0 )] − E(s,a,s0 )∼πm ,pφ [Dψ (s, a, s0 )] ,
m=1

(14)
where the normalization term 1/|Π| is omitted for simplicity.
Although the simulator learned by Eq. (13) has the best performance in expectation,
it can still have extremely poor performance in some corner cases without considering
the variability in performance for different policies from the distribution P(π). Thus
such a learning objective still cannot provide stable simulation for various policies in
P(π). To this end, RL2S optimizes the CVaR objective and focuses on minimizing VD
on the worst -percentile policies (i.e., Πc defined in Eq. (9)), via
Z
h
min max I(π ∈ Πc ) E(s,a,s0 )∼(π,p∗ ) [Dψ (s, a, s0 )]
φ
ψ
π
(15)
i
0
− E(s,a,s0 )∼(π,pφ ) [Dψ (s, a, s )] P(π)dπ.
In practice, RL2S tests the performance of the policies every K steps to update Πc .
When optimizing Eq. (15), we only use the worst -percentile dual environments to
train pφ , so the lower bound of the performance of the learned simulator in P(π) can be
improved and pφ can provide stable simulation to a broader range of policies in P(π).
Moreover, the training procedure of RL2S focuses more on the mispredicted transitions
so that the corner cases can be alleviated.
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5

Experiments

5.1

Experimental Protocol

Current work on simulator building compares the statistics in simulation and real world
[36] or uses the learned simulator to support the policies’ training [25] to present the
performance of the learned simulator. In our experiments, we apply both paradigms to
show the efficacy of RL2S. Specifically, we conduct three experiments: policy value
difference evaluation, policy ranking and policy improvement.
– For the tasks of policy value difference evaluation [31] and policy ranking [18], we
aim at evaluating the reward under the occupancy measure (i.e., V (pφ , π)) where
policy value difference evaluation cares about the absolute difference between the
V (p∗ , π) and V (pφ , π) while policy ranking focuses on the relative order of the
policies in terms of their values.
– For the task of policy improvement, we fine-tune the policies in P(π) through simulation data sampled from pφ .
In our experiments, following the previous work [21], we sample two finite sets
of policies, i.e., Π and Π 0 , from P(π) for training and test, respectively. For Hopper,
Walker2d and HalfCheetah, |Π| and |Π 0 | are set to 17 and 8. For Ant, |Π| and |Π 0 | are
set to 32 and 143 . For each policy, we sample 1000 transitions.
In the implementation, we adopt spectral norm [11] in realizing the Lipschitz constraint of discriminator Dψ in RL2S. And we normalize the state based on mean and
∗
variance computed on the collected dataset τ p ,Π .
Policy Value Difference Evaluation At the beginning of the training stage, each sampled policy π ∈ Π interacts with the real environment p∗ to collect a set of transitions
{(s, a, s0 )}π . Thus the overall real data of state transitions is B = ∪π∈Π {(s, a, s0 )}π .
With B as the training data, RL2S optimizes a simulator pφ via Eq. (15).
In this task, we compute the VD as defined in Eq. (8) for policies in P(π). Different
from the setting in Xu et al. [31], which only focuses on learning a simulator for a particular policy, RL2S aims at achieving robustness through optimizing the worst cases
in P(π). Thus, to take the robustness and worse-case performance into consideration,
we define maximum value difference (MVD). Moreover, we define average value difference (AVD) to test whether RL2S degrades the average performance. The definitions
of AVD and MVD are written as
1 X
VD(p∗ , pφ , π),
AVD(p∗ , pφ , P) = Eπ∼P [VD(p∗ , pφ , π)] '
|F |
π∈F
(16)
∗
∗
∗
MVD(p , pφ , P) = max VD(p , pφ , π) ' max VD(p , pφ , π),
π∼P

π∈F

where F is a finite set of policies sampled from P(π). Since the target of RL2S is to
build a robust simulator that can provide stable simulation to various policies in P(π),
especially to unseen policies, we depict the curves of AVD and MVD on the test policy
set Π 0 during training to explore the robustness of pφ on unseen policies.
3

Considering Ant has an especially larger state and action dimension than other environments,
we sample more policies for training and test.
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Policy Ranking For policy ranking, we use the learned pφ to rank the policies in Π 0 .
Suppose A is list of V (pφ , π) for π ∈ Π 0 in descending order, B is the corresponding
V (p∗ , π) normalized to [0,1] and C is obtained by sorting B in descending order. We
apply Kendall rank correlation coefficient (τ ) and normalized discounted cumulative
gain (nDCG), which are well-recognized ranking performance metrics. The definition
of Kendall rank correlation coefficient is
X
1
τ=
sgn(A[i] − A[j]) × sgn(B[i] − B[j]),
(17)
|Π 0 | × (|Π 0 | − 1)
i6=j

where sgn(x) indicates the sign of x. For nDCG, we take the normalized performance
as the relevance of each policy, which is defined as
nDCG@k =

k
k
X
2B[i] − 1 . X 2C[i] − 1
.
log2 (i + 1) i=1 log2 (i + 1)
i=1

(18)

Policy Improvement To present the performance of the learned simulator pφ , we finetune the policies in Π 0 based on pφ . In detail, policy π ∈ Π 0 interacts with pφ to
collect data and uses them to improve itself for limited iterations based on SAC [3]. We
measure the performance improvement Iφ,π as I(pφ , π) = (Cπ1 − Cπ0 )/Cπ0 where Cπ1 is
the π’s performance after fine-tuning and Cπ0 is the original performance. To measure
the robustness and indicate whether RL2S harms the performance in expectation, we
introduce two metrics for policy improvement, i.e., minimum performance improvement
(MPI) and average performance improvement (API), as
MPI = min I(pφ , π) ' min0 I(pφ , π),
π∼P

π∈Π

API = Eπ∼P [I(pφ , π)] '

1 X
I(pφ , π).
|Π 0 |
0

(19)

π∈Π

5.2

Studied Environments and Baselines

Following the previous work [31], we compare the results of RL2S against the baseline methods on simple-to-complex continuous control benchmarking environments,
including Hopper, Walker2d, HalfCheetah and Ant from MuJoCo.
In this paper, we focus on learning-based methods, thus the rule-based methods are
not included for comparison. Since almost all of the existing learning-based methods
apply imitation learning to learn the simulator where GAIL is utilized in [36,25,24,31]
and BC is adopted in most MBRL methods [1,6], we take GAIL and BC as baselines.
Furthermore, considering that imitation learning is an important module in RL2S, we
want to explore the effect of the robustness objective on different methods of imitation learning, so we take RL2S-BC, which replaces the GAIL in RL2S with BC, as
the baseline method. Moreover, although some experiments in our paper are similar to
offline policy evaluation, RL2S focuses on building a robust simulator that can serve
various downstream tasks instead of evaluating the performance of the given policy. So
the methods in offline policy evaluation are not included in our experiments.

12

W. Zhang et al.
MVD

2000

1600
1400

AVD

1000
RL2S
GAIL
RL2S-BC
BC

1800

800

3000
2500

600

0

50

100

150

200

0

50

100

150

200

1500

0

250

500

(a) Hopper
AVD
RL2S
GAIL
RL2S-BC
BC

6000
5000
4000

1000

MVD

5000

0

250

500

750

1000

4000
4000

750

1000

AVD

4000
RL2S
GAIL
RL2S-BC
BC

6000

3000

3000
2000

750

(b) Walker2d

MVD

7000

2000

1000

2000

400

AVD

3000
RL2S
GAIL
RL2S-BC
BC

3500

1200
1000

MVD

4000

3000

2000

2000
0

250

500

750

1000

0

250

500

750

1000

2000

0

250

500

750

(c) Halfcheetah

1000
1000
0

250

500

(d) Ant

Fig. 3: Learning curves of RL2S on MVD and AVD over four environments. The x-axis is the
number of training epochs, and the y-axis is the performance on MVD or AVD.

5.3

Performance on Policy Value Difference Evaluation

The learning curves of each method on four environments are presented in Figure 3,
from which we have the following observations.
1) RL2S achieves the best performance in four environments on MVD, which validates the robustness and effectiveness of RL2S on corner cases.
2) RL2S yields a larger improvement over GAIL in complex environments (HalfCheetah and Ant) than that in simple environments (Hopper and Walker2d), suggesting
that robustness objective has better performance in complex environments.
3) Although the objective function of RL2S only aims at optimizing the lower bound
of the performance in the distribution, we find that RL2S achieves the best performance on AVD in all environments, which illustrates that our robustness objective
can improve the robustness of the learned simulator without harming the average
performance. The reason would be that optimizing the matching of occupancy measure on corner cases in GAIL could further improve the matching on the overall
occupancy measure.
4) BC-based methods (i.e., RL2S-BC, BC) have much low (or even diverged) performance in all environments except the simplest Hopper. And RL2S-BC may not
achieve better performance than BC, which can be attributed to the large compounding error of BC as claimed in Lemma 3 and Theorem 3 of a theoretic analysis
from Xu et al. [31].

5.4

Performance on Policy Ranking

In this task, we use the learned simulator to rank the policies in the test policy set Π 0 .
Due to the low computational cost of this task, we expand the size of Π 0 to 20 for all
the environments to make the results more reasonable. In policy ranking, a higher value
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Env

Hopper

Walker

HalfCheetah

Ant

Table 1: Results of policy ranking.
Metric
RL2S
GAIL
RL2S-BC
τ
0.3474
-0.1895
-0.2842
nDCG@1
0.9464
0.0177
0.0177
nDCG@3
0.8326
0.2448
0.1507
nDCG@5
0.6843
0.3971
0.2310
nDCG@10
0.7326
0.5111
0.3515
τ
0.2316
-0.0737
-0.5474
nDCG@1
0.7954
0.6591
0.6184
nDCG@3
0.9069
0.7311
0.5614
nDCG@5
0.8988
0.7474
0.5971
nDCG@10
0.8859
0.7622
0.7030
τ
0.8737
0.8211
0.4947
nDCG@1
1.0000
0.9878
0.6191
nDCG@3
0.9691
0.9385
0.7839
nDCG@5
0.9922
0.9667
0.8013
nDCG@10
0.9944
0.9882
0.8690
τ
0.8000
0.6211
0.2632
nDCG@1
1.0000
0.8601
0.6650
nDCG@3
1.0000
0.9186
0.6888
nDCG@5
0.9872
0.9609
0.6988
nDCG@10
0.9943
0.9358
0.8093
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BC
-0.0632
0.5868
0.3816
0.4501
0.5130
0.0632
0.6672
0.5497
0.6357
0.7348
0.6000
0.9878
0.9652
0.9430
0.9190
0.4105
1.0000
0.9106
0.9587
0.9174

of nDCG or τ stands for better performance. Table 1 reports nDCG@1, nDCG@3,
nDCG@5, nDCG@10 and τ , from which we can get the following observations.
1) The simulator learned by RL2S consistently achieves the best performance in terms
of τ and nDCG over all environments, suggesting that RL2S not only brings robustness to the fidelity of the learned simulator, but also provides a good policy selection
solution (via ranking).
2) Although BC-based methods are inherently unsuitable for VD, they may have good
performance in policy ranking as the ranking task cares more about the relative
superiority instead of the absolute value difference.

5.5

Performance on Policy Improvement

In order to show the effectiveness of the learned simulator on improving a given policy,
we use the learned simulator to fine-tune the policies in the test policy set Π 0 . We show
the performance improvement of RL2S on Hopper and HalfCheetah in Figure 4. And
in Table 2, the results of the MPI and API achieved by different simulators learned via
individual methods are listed, from which we can obtain the following observations.
1) RL2S consistently achieves the best performance on both MPI and API, which
shows that RL2S can get an effective and robust simulator for policy improvement.
2) BC-based methods have good performance because of the alleviation of the compounding error due to short rollout length [6] while utilizing pφ to collect data.
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Table 2: Performance improvement after fine-tuning the policy with the learned simulator.
Env
Metric
RL2S
GAIL
RL2S-BC
BC
MPI
0.0293
0.0039
0.0124
0.0090
Hopper
API
2.9400
0.9758
0.9587
0.9235
MPI
0.0067
0.0065
0.0032
-0.0045
Walker
API
0.2306
0.1458
0.2178
0.1915
MPI
0.0143
0.0058
0.0129
0.0099
HalfCheetah
API
0.0717
0.0529
0.0598
0.0630
MPI
-0.021
-0.027
-0.0232
-0.0352
Ant
API
0.0379
0.0325
0.0295
0.0308
HalfCheetah

Hopper
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1500
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Performance Improvement
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Fig. 4: Improvement w.r.t. original value.
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Fig. 5: Analysis on .

3) RL2S-BC gets better performance than BC in terms of MPI over all environments,
suggesting that our robustness objective can empower BC with robustness in policy
improvement. However, when improving the robustness, RL2S-BC may deteriorate
the performance of BC in terms of API.
4) In Ant, the most complex environment studied in our experiments, all methods
obtain negative MPI, which means it is still challenging to improve the performance
of corner case policies based on the learned simulator.

5.6

Analysis on Hyperparameter 

Here, we analyze the influence of the hyperparameter  on the robustness of the learned
simulator pφ . In Hopper and HalfCheetah, the results of different  on policy value
difference are shown in Figure 5. We can see that too small or big  can lead to poor
performance, while other values stably achieve satisfactory performance. As a result,
we set  to 0.25.

6

Conclusion

In this paper, we propose RL2S to learn a robust simulator (i.e., environment model),
which to the best of our knowledge is the first work to handle corner case simulation in
simulator building. To achieve robustness, we utilize a special training procedure that
only samples the worst -percentile data to train the environment model. Results of extensive experiments demonstrate the potential of RL2S achieving superior performance
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in robustness without harming the average performance, compared to the widely used
baselines. Moreover, the simulator learned by RL2S can also improve the performance
of policy training, which sheds some light on further research of model-based reinforcement learning. For future work, we plan to investigate RL2S solutions in discrete-state
environments or the continuous-state ones with saltation transitions. We will also investigate more sophisticated methods under the problem of RL2S.
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